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1 The process of submitting your dossier and prospectus

1.1 Introduction

Congratulations! You are thinking about the process of submitting your dossier and
prospectus! This document is intended to clarify the steps involved in this process, to
help you understand the department’s expectations of your dossier and prospectus, and
to give you some cheerful advice and models to help you write a dossier and prospectus
that will make you happy—and that will put you in a strong position to tackle the project
of writing your dissertation.

1.2 Vocabulary

As a first step in discussing the dossier and prospectus, it is helpful to define several terms:

prospectus A document of about 5000 words outlining your plan
for your dissertation

dossier A draft of your prospectus, together with a draft of a
substantive chapter of your dissertation

substantive chapter A chapter that is not merely literature review or a
collection of very minor negative arguments against
existing views, but that develops some positive point
related to the main theme of your dissertation

DRC The dossier reading course, a.k.a. Phil 599. This
is a course in which you work with someone who
might turn out to become the chair of your disser-
tation committee. The DRC semester should involve
regular scheduled meetings with your advisor, ide-
ally every week or every two weeks. And it should
have a clear writing goal, preferably a draft chapter.

candidacy The stage at which you have finished all of your
coursework, except the DRC
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1 The process of submitting your dossier and prospectus

Dossier Review The stage at which your dossier readers, i.e. two
people other than your DRC advisor, write up a re-
port on your dossier, and submit those reports to the
Graduate Studies Committee

Graduate Studies Committee A four-person committee consisting of the Director of
Graduate Studies, the faculty advisor to the first-year
students, the faculty advisor to the second-year stu-
dents, and the faculty advisor to the third-year stu-
dents

Prospectus Defense The stage at which you meet in person with the
prospective members of your dissertation committee
in order to defend your dissertation prospectus

Gibbard Rule The conjunction of two deadlines, one for the sub-
mission of your dossier and one for the prospectus
defense. In normal circumstances, fellowship sup-
port from the department is contingent on students
meeting these deadlines.

1.3 A step-by-step guide to the dossier and prospectus submission process

From start to finish, there are 15 steps to the completion of your dossier and prospectus:

1. Identify a research topic that interests you, and that you think you would like to
write your dissertation on.

2. Ask a faculty member to supervise a DRC on this research topic. According to
current department expectations about normal progress through the program,
this will happen just before the summer after your second year in grad school.
The faculty member will give you suggestions for research to read over the sum-
mer in order to prepare you for DRC work with them at some point during your
third year.

3. During your DRC, you should meet with your advisor to discuss material on
your research topic that you are reading and writing. It is expected that these
meetings will happen at least every two weeks.

4. By the end of your DRC, you should have completed a draft of a substantial
chapter of your dissertation.

5. Alongside the DRC or immediately following it, you should complete a draft of
your dissertation prospectus.
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1.3 A step-by-step guide to the dossier and prospectus submission process

6. As you complete your draft chapter and draft prospectus, you should identify
two potential dossier readers in addition to the faculty member who supervised
your DRC, and approach them about being readers for your dossier. These faculty
members will often turn out to be members of your dissertation committee.

7. Having secured your two dossier readers and finished your dossier, you should
submit your dossier to your readers to start the Dossier Review process. In addi-
tion, you should send your dossier by email to the Graduate Coordinator, along
with the names of the two faculty you have selected as your dossier readers.

8. After reading your dossier, your two dossier readers will email their reports on
your dossier to you and to the Graduate Coordinator.

9. The Graduate Studies Committee will then review your dossier, along with the
two faculty reports on it, and vote on whether to approve your dossier.

10. After a positive vote, your dossier and letters will be posted so that the entire
department will be able to review and vote on it. If no critical comments are sub-
mitted within one week, the department will be taken to have voted to approve
your dossier.

11. At this stage, you may review the composition of your dissertation committee
and make changes to it as necessary.

12. In addition, you should incorporate revisions to your dossier after reviewing the
written reports of your dossier readers.

13. After incorporating these revisions, you should send your revised prospectus to
all members of your dissertation committee.

14. After reviewing your prospectus, you will meet with your dissertation committee
in order to defend it. This meeting may or may not include the external member
of your committee. Generally, the meeting consists of your committee asking you
questions about your prospectus.

15. After a successful defense of your prospectus, you or your dissertation committee
should notify the Graduate Coordinator that your thesis prospectus has been
accepted.
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2 Formal department regulations

2.1 Regulations for the dossier

Our formal department regulations regarding the dossier read as follows:

In the final stages of achieving Candidacy, the student should begin to explore pos-
sible dissertation topics and identify members of the faculty who might serve on a
dissertation committee or even as its chair. To help guide and structure this process, the
student will enroll in a preliminary Dossier Reading Course (599) under the direction
of a faculty member likely to serve as the director of the dissertation committee, with
the aim of producing a dossier soon thereafter for review by the three faculty members
likely to serve on the dissertation committee. The feedback received from this review
should put the student in a good position to proceed to submit the final version of the
prospectus shortly thereafter and go forward with the writing of the dissertation.

Dossier Reading Course

In the term during which candidacy requirements are being completed or in the Fall
or Winter term immediately following, the student should enroll in Philosophy 599, the
Dossier Reading Course or DRC, under the direction of a faculty member the student
would like to consider as a possible director of the dissertation committee. The choice is
not binding on either party as regards the constitution of the dissertation committee; it
is meant only as a convenient opportunity for a trial run. The aim of the DRC is to help
the student explore and identify a viable dissertation topic and begin substantive work
on it, by working towards the two draft documents that will constitute the student’s
dissertation dossier: a draft of a substantial chapter of the planned dissertation, and a
draft of the dissertation prospectus. The chapter draft cannot be a review of the litera-
ture or the state of the question, or any sort of merely critical or preliminary material.
It should attempt instead to work out part of the dissertation’s central argument and
so show something of the dissertation’s positive and original contribution. The draft of
the prospectus should not be a long document, but rather a sketch of the dissertation’s
overall argument, setting out briefly where the work stands in relation to the existing
literature, its general methodology and a tentative chapter plan, together with a general
bibliography.

Though desirable, completion of these documents is not required for the DRC. But
the work done in the DRC should place the student in a position to complete them
expeditiously and submit them soon thereafter for a Dossier Review, so that they can
devote the main bulk of their time to the dissertation itself. Students should approach
a member of the faculty whom they would like to direct the DRC the term before the
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2.2 Regulations for the prospectus

student enrolls in it, and they should decide together in advance on the content and
specific writing requirements for the DRC.

Dossier & Dossier Review

The student may submit the dossier at any time after the completion of the DRC.
At that point, the student will select two faculty members other than their advisor for
the DRC as dossier readers, again with an eye towards the eventual constitution of
the dissertation committee (and again with no obligation on the part of either party).
The readers will provide written reports to both the student and the Graduate Studies
Committee, regarding whether the student has identified a viable dissertation topic and
has sufficiently developed the work such that, with minor revisions, the student can
proceed to a successful prospectus defense in short order. The reports should include
constructive feedback on both documents, with an eye towards revision, so that any
major changes can be sorted out at this stage, before lauching on the dissertation itself.

After deliberation, the GSC will offer its recommendation to the Executive Com-
mittee, which will vote on whether to endorse the proposal and allow the student to
proceed to a formal prospectus defense. In a positive case, the student should be able
to do this in relatively short order, after incorporating the revisions recommended by
the reports. The department’s Charles L. Stevenson Prize, funded by the Marshall M.
Weinberg Endowment, is awarded annually for excellence in a dossier. The prize will
be awarded towards the end of Winter term, based on dossiers approved from the be-
ginning of March of the preceding year through the end February of the current year.

2.2 Regulations for the prospectus

Our formal department regulations regarding the prospectus read as follows:

Once the department has approved the dossier, the student should review the con-
stitution of his or her dissertation committee, in consultation with his or her advisor,
and make any desired changes. The committee should then meet as a whole to discuss
the next steps and talk about a date for a prospectus defense. As the student has al-
ready written a draft of the prospectus and received feedback from likely members of
the committee, it should be possible to make any necessary changes and submit a final
version soon thereafter.

Formulation of a prospectus will normally proceed in tandem with substantive work
on the dissertation. The committee (or at least the philosophy members thereof) will
hold a meeting with the student to discuss the prospectus, after which they will decide
whether to accept it and notify the department thereof.
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DISSERTATION PROSPECTUS 
Zoë Johnson King 

  

 

I. Introduction 

 

I propose to write a dissertation on the importance of trying to act rightly. 

 

It will be helpful to begin by saying a little about what trying to act rightly consists in. As I conceive of it, 

trying to act rightly has three components: 

  

 Conative Component: someone who is trying to act rightly is intrinsically motivated to perform acts 

with the property <right>.1 This is rightness de dicto, not rightness de re; someone who is trying to act 

rightly has a motivation in which the concept of rightness figures explicitly. Put simply, she wants to 

do the right thing. 

 Cognitive Component: someone who is trying to act rightly engages in moral investigation and 

inquiry, in the attempt to figure out what it is to possess the property <right> and thereby to identify 

right actions. Put simply, she thinks about what things are right. 

 Behavioral Component: someone who is trying to act rightly performs the actions that she believes 

to be right, taking their rightness to be the basis of her decision to perform them. Put simply, she does 

the things that she thinks are right, because they are right (or, at least, so she thinks!). 

 

So someone counts as trying to act rightly to the extent that she wants to do the right thing, thinks about 

what things are right, and does the things that she thinks are right, because they are right. 

 

One point about this preliminary characterization is worth noting: it says “to the extent that”, not “iff”. All 

three components of trying to act rightly can be exhibited to varying degrees by different people, or by one 

and the same person over different periods of time. Motivations vary in strength. Investigation and inquiry 

can be undertaken more or less earnestly, and for shorter or longer periods. And even two people with 

equally strong motivations to act rightly and equally clear views on what this amounts to may differ in the 

frequency with which they “walk the walk” and actually do the things they think are right – this possibility 

is not excluded when we stipulate that they are equally motivated to act rightly, as their other motivations 

may still vary, and these other motivations may affect what they ultimately choose to do. 

 

Since all three components of trying to act rightly come in degrees, the extent to which someone counts as 

trying to act rightly also comes in degrees. Now, none of the arguments that I will offer in this prospectus 

will require us to adopt a specific account of how to calculate the overall extent to which a particular agent 

counts as trying to act rightly over a particular period of time. (For example, if A has a stronger motivation 

to act rightly than B, but B spends more time thinking about what acting rightly consists in than A, then I 

officially have no view as to which of A and B counts as trying to act rightly to a greater overall extent.) But 

if some of the claims I make in this dissertation about the importance of trying to act rightly are correct, 

then the project of filling out these comparative details – bearing in mind that different kinds of importance 

may call for us to focus on different components – is an interesting one for future research. 

                                                           
1 In this prospectus I adopt the conventions of using angle brackets when referring to properties, and of using their adjectival form 

for brevity’s sake. 
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My dissertation will be composed of three papers. The first, which I submit as my sample chapter, argues 

that it is good to try to act rightly. By this I mean that trying to act rightly always goes some way toward 

making an agent a good person, with good character; in other words, the fact that an agent is trying to act 

rightly always contributes positively to her praiseworthiness as a person (and the greater the extent to 

which she is trying to act rightly, the greater this positive contribution). When I say “always”, I really do 

mean it – my view is that even if someone is mistaken about what is right, and her trying to act rightly thus 

leads her to act wrongly, the fact that she was trying to act rightly still goes some way toward making her 

a good person. The paper defends this claim against two criticisms of the conative component of trying to 

act rightly; one suggests that being intrinsically motivated to perform actions with the property <right> can 

have at best a neutral effect on praiseworthiness, while the other suggests that this motivation is positively 

vicious. I think that both of those lines of criticism are mistaken, and that is what I argue in the paper. 

  

The second paper moves from discussing praiseworthiness as a person to discussing praiseworthiness for 

an action. It argues that someone who tries to act rightly and succeeds is eligible for praise for having acted 

rightly, whereas someone who believes that she is acting wrongly but is in fact acting rightly is ineligible 

for praise for having acted rightly. I argue for this claim based on some very general considerations about 

what it takes to be eligible for praise for having performed an act with a certain property – my claim is that 

having had no idea that one’s action possesses a certain property at the time of choosing to perform it is a 

sufficient condition for being ineligible for praise for having performed an act with this property. I then use 

this claim to challenge a hugely popular verdict in contemporary ethics: the verdict that Huckleberry Finn, 

the eponymous hero of Mark Twain's novel (Twain 1884), is praiseworthy for having acted rightly when 

he helps a fugitive slave to escape despite believing it wrong to do so. On my view, Huckleberry Finn may 

be a good person, but he is not praiseworthy for having acted rightly, since his is a case of accidentally doing 

the right thing. The paper explains what this means and why we should say it. 

  

The topic of the third paper is still to be determined, as I will begin working on it this coming semester. At 

present, it is most likely that the paper will explore the question of just how widespread trying to act rightly 

really is, in response to two critical suggestions I have recently received (from defenders of one of the views 

that I criticize in the other papers) to the effect that it cannot be especially widespread. But this is subject to 

change, and I welcome suggestions for ways to proceed! 

  

The remainder of this prospectus discusses each paper – the two actual papers, and the one merely possible 

paper – in greater detail. 

 

 

II. Paper 1: Trying is Good 

 

The first paper argues that it is good to try to act rightly; trying to act rightly always goes some way toward 

making an agent a good person, with good character, and is something for which she is praiseworthy.  

 

This view has a lot of detractors. The idea that someone’s praiseworthiness, goodness of character, or virtue 

depends on her intrinsic motivations is uncontroversial, but the idea that a motivation to perform acts with 

the property <right> might contribute positively to these things is controversial indeed. Those who dissent 

fall into one of two camps: they think that being motivated to act rightly has a neutral effect on an agent’s 

praiseworthiness, or they think that it detracts from praiseworthiness. The first camp is home to adherents 

of the popular view that someone is praiseworthy just to the extent that she is intrinsically motivated by 
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the features that make acts right, and/or intrinsically averse to the features that make acts wrong, identified 

as such by the true first-order moral theory (see e.g. Arpaly 2003; Arpaly and Schroeder 2013; Weatherson 

ms). Since rightness does not make an act right, but nor does it make it wrong, this view entails that wanting 

to act rightly has a neutral effect on an agent’s praiseworthiness. But there is another family of philosophers 

who think that wanting to perform acts with the property <right> is itself morally vicious, amounting to a 

kind of “fetish” (e.g. Smith 1994, 1996; Copp 1997; Dreier 2000; Zangwill 2003; Toppinen 2004). I think that 

both of these views are mistaken. That is what I argue in the paper. 

 

I begin with the view that intrinsic motivations whose objects are right-making features can render an agent 

praiseworthy. I argue that anyone who thinks this must think that trying to act rightly is also praiseworthy, 

on pain of giving intuitively absurd verdicts about at least one of three sets of cases. Here they are: 

 

(a) Cases of an agent who is trying to act rightly and succeeds fantastically: she has correctly identified 

all of the right-making features, has developed corresponding “realizer” motivations2 to perform 

actions with these features, and is not at all akratic, so she acts perfectly. 

(b) Cases of an agent who is intrinsically motivated by the very same right-making features by which 

the first is derivatively motivated, who truly believes that these features are right-making (after 

reflection on her own pre-theoretical intuitions), and who also acts perfectly. 

(c) Cases of an agent who has intrinsic motivations directed toward odd but morally neutral things, 

as well as crazy beliefs to the effect that she will realize the objects of her odd-but-morally-neutral 

intrinsic motivations by performing actions with the right-making features (considered de re – e.g., 

someone who believes that following the categorical imperative is how to make aardvarks happy), 

and who therefore has also developed realizer motivations to perform actions with these features. 

 

Suppose we insist that only an intrinsic motivation whose object is a right-making feature can contribute to 

praiseworthiness. Now we must say that the agents in sets (a) and (b) are as far apart in praiseworthiness 

as it is possible to be – the latter are fully praiseworthy, whereas the former are not at all praiseworthy. This 

is because the agents in set (a) do not have any motivations that are both intrinsic and directed toward right-

making features. (These agents have plenty of motivations directed at right-making features, but those are 

all realizers of the intrinsic motivation to perform acts with the property <right>. And rightness itself is not 

right-making.) But it is very implausible that the agents in sets (a) and (b) are so far apart from each other 

in terms of praiseworthiness, given how similar they are. And it is independently implausible that agents 

in set (a) are not at all praiseworthy, given that they are pretty much moral saints. So suppose instead that 

we allow realizer motivations to contribute to praiseworthiness, just as long as they are directed toward 

genuine right-making features. This avoids the previous problem, since all the agents in both sets (a) and 

(b) will count as fully praiseworthy. But now we must say that the agents in set (c), who also have realizer 

motivations directed toward right-making features, are also fully praiseworthy. This is even less plausible 

than the previous two implications – the agents in set (c) are crazy agents, and the fact that their intrinsic 

motivations are directed toward right-making features is a matter of luck. What we should say, I think, is 

that not just any old realizer motivation directed at a right-making feature contributes to praiseworthiness; 

the intrinsic motivation from which it derives must itself be praiseworthy. But that is not a problem in the 

(a) cases, because an intrinsic motivation to perform acts with the property <right> is indeed praiseworthy. 

Trying is good. 

 

                                                           
2 A realizer motivation is a motivation to φ that develops because the agent is intrinsically motivated to ψ and then 

comes to believe that her φ-ing would constitute, or “realize”, the state of affairs of her ψ-ing. 
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One way to object to my claim that trying to act rightly always renders an agent praiseworthy is to note that 

when an agent has false moral beliefs, her trying to act rightly may lead to her acting wrongly. I think that 

such an agent is still at least somewhat praiseworthy in light of the fact that she was trying to act rightly. But 

others disagree (e.g. Harman 2011). I deal with this objection by pointing out that rightness is far from being 

the only property that one can be motivated by while being ignorant of its precise nature and extension; 

notably, one can be motivated by a right-making feature (e.g. fairness) while having false beliefs about what 

that feature itself consists in (i.e. while accepting a false theory of fairness). In this way, one’s motivation 

by the right-making feature can lead one to act wrongly. So the objection arises for my opponents as much 

as it does for me. We all need to find something plausible to say about the well-meaning but morally 

mistaken. I suggest that we distinguish the praiseworthiness of an agent’s motivations, her actions, and her 

beliefs. Once we have criticized a morally mistaken agent for her wrongful acts, and perhaps also for her 

false moral beliefs, there is no need to pile extra condemnation of her underlying motivations on top. We 

can say “well, she messed up, but at least she was trying”. But if we are going to say this about agents who 

try and fail to act, say, fairly, we can then say the same thing about agents who try and fail to act rightly. 

 

This does not yet address those who think that there is something inherently objectionable about wanting 

to perform acts with the property <right>. This thought rests on the claim that, if someone believes a certain 

feature of acts to be right-making, then it is virtuous for her to be intrinsically motivated to perform acts 

with this feature, but vicious for her motivation to derive from a belief that this feature is right-making and 

an intrinsic motivation to act rightly. (N.B. this view is different from the previous view; this view focuses 

on that which the agent believes to be right-making, not that which is right-making.) I deal with this objection 

by noting that it, too, over-generates: we can apply it to all moral properties other than rightness, including 

the properties that are right-making features. For example, someone could be intrinsically motivated to 

promote well-being, come to accept a particular theory of well-being, and develop a derivative motivation 

to promote the stuff that they now take well-being to consist in. But a generalized version of the objection’s 

central claim would be absurd; it must sometimes be OK to derive some of one’s motivations from others! 

So my opponent must explain how trying to act rightly differs from other, non-vicious instances of this 

general phenomenon. And I think that no good explanation has so far been offered; for instance, the charge 

that trying to act rightly gives the agent “one thought too many” obfuscates rather than clarifying the 

complaint, while the charge that it is “self-centered” exhibits confusion about what trying to act rightly 

consists in. (I develop these points in more detail in the paper.) I conclude that we should reject the idea 

that trying to act rightly is inherently objectionable, at least until some better argument has been offered. 

In the meantime, we can happily embrace the idea that trying is good. 

 

 

III. Paper 2: Accidentally Doing the Right Thing 

 

The second paper argues that someone who is not trying to act rightly, but who is nonetheless moved to 

perform what is in fact the right act, cannot be praiseworthy for having acted rightly. This challenges a 

recent and popular trend in the literature on moral worth. 

 

Here’s some background. The concept of moral worth was introduced by Kant, in the Groundwork (1998), 

to distinguish among cases in which an agent acts rightly; the distinction is between cases in which she is 

praiseworthy for having acted rightly and those in which she is not. Acts in the first set of cases have moral 

worth. Those in the second do not. This much, I believe, is not in dispute in the recent literature. What is in 

dispute is the question of what it takes for someone to be praiseworthy for having acted rightly, and thus 

what it takes for an act to have moral worth. Kant’s answer begins with the now-famous example of a 
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cynical shopkeeper who gives his customers the correct change only because he knows that maintaining a 

reputation for honesty is good for business. Kant notes that the shopkeeper is intuitively not praiseworthy 

for acting rightly, and suggests that this is because the rightness of his act is too “accidental” – i.e., it is not 

appropriately connected to his motivations for performing the act. Kant’s conclusion is that a right act has 

moral worth only if the agent performs it just because it is right, and not for any other reason. But modern 

Kantians have balked at this idea (for discussion see Henson 1979, Herman 1981, Baron 1995, Stratton-Lake 

2000). And a popular alternative has recently emerged: the alternative is to say that a right act has moral 

worth if the features that motivated the agent to perform it are the very features that make it right, according 

to the true first-order moral theory (see especially Markovits 2010, with echoes in Stratton-Lake 2000, pp.60-

67 and Arpaly 2002). 

 

Huckleberry Finn, the hero of Mark Twain’s classic novel (REF), has become the poster child for this new 

view of moral worth. In the novel, Huckleberry Finn befriends a runaway slave named Jim, and later lies 

to the authorities to help Jim to evade their grasp despite believing that this constitutes stealing and is thus 

morally wrong. Twain’s text portrays Finn as deeply conflicted when he lies to protect Jim; he fully believes 

that this act is wrong – having been indoctrinated with a racist ideology that he never really questions – 

but cannot resist the urge to help his friend. Proponents of the new view of moral worth cite this example 

often (e.g. Arpaly 2002, pp.228-230; Markovits 2010, p.208; Arpaly and Schroeder 2013, pp.178-179, Arpaly 

2014, p.63). Their take is that Huckleberry Finn’s helping Jim to escape the authorities is intuitively morally 

worthy, and so, since Finn does not even believe that he is doing the right thing, it cannot be necessary for 

moral worth that one does the right thing because it is right. Moreover, so say proponents of the new view, 

what makes Finn’s act morally worthy is the fact that what in fact motivates him to help Jim is precisely 

what in fact makes this the right thing to do. (They usually take this to be something about the value of 

Jim’s humanity.) Lastly, and most importantly in the present context, proponents of the new view of moral 

worth portray it as fully consistent with Kant’s idea that an act lacks moral worth if its rightness is only 

accidentally connected to the agent’s motivations. They claim that an act’s rightness is not accidental if the 

features that motivate the agent to perform it are the very features that in fact make it right (see especially 

Markovits 2010, pp.210-212). 

 

I deny all of these claims. I think that Huckleberry Finn’s helping Jim to escape the authorities is not morally 

worthy. And I think that the rightness of an act can be accidental – in the sense of “accidental” relevant for 

praiseworthiness – even if the agent was motivated to perform it by the features that make it right. I take 

the latter to follow from some very plausible general principles about what it is to accidentally perform an 

act with a certain property. That is what I argue in the paper.  

 

First, notice that we praise and blame people not just for having acted, but for having performed an act of 

a certain kind – i.e., an act with a certain property. We praise for having done something BRAVE, or KIND, or 

HELPFUL, for instance, while we blame for having done something SELFISH, FOOLHARDY, or HARSH, and we 

praise or blame for having performed acts that brought about desirable or undesirable consequences. (To 

maintain uniformity, we can construe praise or blame for having produced a certain consequence as praise 

or blame for having performed an act with the property of producing that consequence.)  

 

Notice also that we typically regard the fact that someone only accidentally performed an act with a certain 

property as a reason to withhold whatever praise would ordinarily accrue to someone who performs an 

act with this property. For example, if I promise to meet you at Lab at 3pm, and I then forget all about this 

conversation, but I end up going to Lab at 3pm anyway just because I like their coffee, I am not eligible for 

praise for having kept my promise – though my act does have the property <is the keeping of a promise>. 

I accidentally kept my promise, and therein lies my lack of praiseworthiness. It’s unclear exactly how much 
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foresight is necessary for one to be eligible for praise for having performed an act of a particular kind, but 

it does at least seem clear that a property that the agent had no idea whatsoever that her act possessed at the 

time when she chose to perform it is not something for which she is eligible for praise. 

 

Here, then, is an argument for the conclusion that Huckleberry Finn’s act lacks moral worth: 

 

1. Moral worth is the property that an action has iff (a) it is right and (b) the agent who performs it is 

praiseworthy for having done the right thing. 

2. For all properties of actions F, if the agent has no idea that her action possesses property F when 

she performs it, then she cannot be praiseworthy for having done an F thing in so acting. 

3. When Huckleberry Finn lies to help Jim, he has no idea that this is the right thing to do. 

4. If Huckleberry Finn has no idea that his lying to help Jim possesses the property RIGHT when he 

does this, then he cannot be praiseworthy for having done the right thing in lying to help Jim. (2) 

5. Huckleberry Finn cannot be praiseworthy for having done the right thing in lying to help Jim. (3,4) 

6. Huckleberry Finn's lying to help Jim cannot have moral worth. (1,5) 

 

Huckleberry Finn had no idea whatsoever that lying to protect Jim was morally right at the time when he 

chose to do it – fully believing that an act is morally wrong is one way to have no idea that it is in fact right. 

He therefore accidentally did the right thing. This is “accidental” in the same sense as that in which one can 

accidentally bring about a good consequence, or accidentally keep one’s promise. Moreover, the fact that 

Finn accidentally acted rightly renders him ineligible for praise for having acted rightly – in precisely the 

same way as that in which I am rendered ineligible for praise for bringing about a good consequence by 

having had no idea whatsoever that my act has the property of producing this consequence, and rendered 

ineligible for praise for keeping my promise by having had no idea that I was doing so.  

 

So here’s where I disagree with the new view of moral worth. This view says that the fact that the features 

that motivated an agent to perform an act are the very features that make it right is sufficient for the rightness 

of her act to not be accidental, and for her thus to be praiseworthy for acting rightly. I disagree. I think that 

the way we ordinarily think about what it is to do something accidentally shows this sufficiency claim to 

be false. For any property F, someone could be motivated to perform an act by the very features that make 

it F while having no idea that these features make it F, and thus no idea that she is doing an F thing. In such 

a case she accidentally does an F thing. This makes her ineligible for praise for doing an F thing. I find these 

general principles compelling, and I see no reason to make an exception when F is the property <right>. 

 

What about agents who are trying to act rightly? Let’s say that a property of an act was “intended” if the 

agent chose to perform the act in order to perform an act with this property. An intended property of an act 

is paradigmatically a good target for praise; if I bring you flowers in order to cheer you up then I am eligible 

for praise for cheering you up (if I succeed in doing so), and if I offer to read your paper because it’s part of 

being a good colleague then I am eligible for praise for being a good colleague (if I am right that reading your 

paper is part of being a good colleague).Trying to act F-ly and succeeding is part of what makes someone 

eligible for praise for having acted F-ly. Again, I see no reason to make an exception for the property <right>. 

So someone who does the right thing because it’s right is eligible for praise for having acted rightly. 

 

  

IV. Paper 3: How to Be a Moral Fetishist 

 



7 

Several authors have recently suggested that there are very few real people who are genuinely motivated 

to perform actions with the property <right>, and the few who are so motivated are in fact quite disturbing 

(see e.g. Shoemaker 2007, pp.85-92 – and Nomy Arpaly, Timothy Schroeder and David Shoemaker have all 

recently suggested this to me in conversation or via email). If this were true, it would be very bad for me, 

since it would entail that few real people count as trying to act rightly and that those who do are quite 

disturbing. But I do not think that it is true. This paper explains why it is not true. 

 

Nomy Arpaly has informed me in conversation that her picture of someone motivated by rightness de dicto 

is of someone fraught with worry over the possibility that she has acted wrongly, despite being well aware 

that she has not hurt anyone, has not broken any promises, and has not performed an act with any of the 

other properties that are plausible realizers of the property <wrong>. Arpaly imagines someone who sobs 

"Oh, no, I haven't done anything like that. But still, what if I have acted wrongly?", while biting her lip and 

wringing her hands. Similarly, David Shoemaker has informed me in conversation that there is an official, 

recognized pathology – called “scrupulosity” in DSM-V – whose diagnostic symptoms include obsessively 

worrying about whether one has acted wrongly. Someone suffering from this pathology may, for example, 

compulsively and repeatedly return to a particular street corner to "check" whether it contains the body of 

a pedestrian that they imagine they might have killed while driving. Shoemaker thinks that this is what 

becomes of someone who is motivated by rightness de dicto. 

 

I am skeptical. I see no reason why an intrinsic motivation to perform acts with the property <right> need 

engender a pathological obsession with this property. Someone who is trying to act rightly will have beliefs 

about what rightness and wrongness may consist in, so she can stop worrying about whether she has acted 

wrongly once she knows that she has not performed an act with any wrong-making features according to 

any first-order theory that she is willing to take seriously. Indeed, a mentally healthy agent will simply stop 

worrying about this at some point, even if she remains uncertain of the moral status of her acts. Moreover, 

there are all sorts of other motivations that could decline into pathological obsession; for example, we can 

easily imagine an agent obsessed with the question of whether she has acted fairly, or promoted well-being, 

or performed an act with any other moral – or non-moral – property, and whose worry persists no matter 

what she thinks about this property’s realizers. Liability to pathological perversion is not a special problem 

for motivation by rightness de dicto. Similarly, plenty of other motivations can engender compulsions that 

inhibit normal functioning (like the compulsions involved in scrupulosity). This does not indicate that there 

is anything wrong with the motivation’s non-compulsive counterpart. The fact that some people have OCD 

does not show that there is anything deeply wrong with wanting to wash your hands when they are dirty. 

 

Even if our picture of someone who is motivated by rightness de dicto is less extreme than these caricatures, 

we still might think that this motivation is rare. We might think this because we assume that moral inquiry 

is not a matter of figuring out which acts possess the property <right>, considered in the abstract, but rather 

a matter of attempting to coherently systematize the intrinsic motivations with which we antecedently find 

ourselves. Nomy Arpaly has recently offered me an argument for this picture of moral inquiry: it begins 

by noting that even when an agent first starts to think reflectively about ethics, there will be some moral 

theories that she simply cannot take seriously – for instance, a theory that says that she is morally required 

to kill everyone over the age of 70, or that carrot-eating is the right thing to do under any circumstances, 

might be one that she is unable to take seriously. And there may be some positive criteria that any moral 

theory must meet for her to be able to take it seriously – for instance, the criterion that it must centrally 

involve ideas about the importance of human well-being. Arpaly suggests that these unshakable theoretical 

predilections are best explained by the hypothesis that, for most people, moral inquiry is just a matter of 

examining and balancing the (non-rightness-oriented) intrinsic motivations that we already had at the 
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outset. The positive criteria correspond to our intrinsic motivations, and the things that stop us from being 

able to take some theories seriously correspond to our intrinsic aversions (e.g., to murder). 

 

I don’t think that this is the best explanation of our unshakable theoretical predilections. The fact that there 

are some answers to moral questions that we cannot take seriously is as easily explained by the hypothesis 

that, even when we first start to think reflectively about ethics, we already have some moral beliefs. (In fact, 

I think that this is a superior explanation, since it is clear how a theory can be inconsistent with a belief but 

not so clear how it can be inconsistent with a motivation.) And people who are motivated by rightness de 

dicto need not be completely ignorant about what rightness consist in; someone who wants to act rightly 

can have some first-order moral beliefs. So having unshakable theoretical predilections is consistent with 

wanting to act rightly. This unshakability can amount to a cognitive conviction, rather than a conative one. 

 

Indeed, I find it difficult to see how someone could care about how well they are balancing their first-order 

motivations without thinking that there are right and wrong ways to perform this balancing act, and caring 

about performing it in the right way. But if this is the case, then, I think, the agent already cares about 

rightness de dicto. Wanting to balance one’s motivations in the right way is one way to care about rightness 

de dicto. There are many guises under which the concept of rightness can figure in to an agent’s motivations; 

we can refer to the property <right> by means of its realizers, or even its tropes. For example, we may think 

of it as “the property that an act has when it promotes or exhibits the correct combination of all these things 

that I care about”, or “the property that an act has when it is supported by the overall balance of reasons”, 

or “the property that acts X, Y, and Z have in common, insofar as I ought to do each of them”. But we are 

still referring to rightness de dicto when we think of the property in any of these ways. 

 

This enables us to tell a psychologically plausible story about how people develop an intrinsic motivation 

to act rightly, whose protagonists do not appear dangerously pathological. The story involves agents’ first 

being intrinsically motivated by a range of right-making features, and/or being intrinsically motivated to 

perform certain specific actions, and then developing sufficient conceptual awareness to understand that 

there is a property – the property <right> – that unites these things by which they were already motivated 

and picks out something special about their status. Having attained this understanding, an agent can then 

decide that it is this property that is really important. Once we have grasped the idea that there is a subject-

matter of ethics, that there are moral reasons, that there are things that are morally valuable, and/or that there 

are things we morally ought to do, we can make this category of things the object of our motivation and can 

become concerned with the moral status of our actions, considered in abstraction from any particular right-

making features. Thus an agent can become motivated by rightness de dicto by reconceptualizing the objects 

of her previously-intrinsic motivations by rightness de re. 

 

This story of how someone comes to be concerned with the moral status of her actions does not require her 

to be at all mentally or emotionally abnormal. It is analogous to other ways in which we come to care about 

general things by abstracting from the relatively particular. For example, children who are initially taught 

separately to brush their teeth, to eat certain foods and avoid others, etc., may eventually come to care quite 

generally about health, reconceptualizing the disparate objects of their previous motivations as realizers of 

health. Once they have done so they may start thinking quite generally about what healthiness consists in, 

and then doing the things that they think are healthy, because they are healthy (or, at least, so they think!). 

My view is that moral education can work in an exactly parallel way. And, to repeat, my view is that the 

kind of orientation toward the <right> – considered just as such – that an agent can develop via this process 

is something that goes some way toward making her a good person, and that renders her eligible for praise 

for acting rightly. 
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Trying is Good 

 
1. The lay of the land 

 

This paper argues that it is good to try to act rightly. By “good”, I mean that trying to act 

rightly always goes some way toward making an agent a good person, with good character, and 

is something for which she deserves praise. By “trying to act rightly”, I mean three things. First, 

being intrinsically motivated to perform actions that have the property RIGHT. Second, attempting 

to figure out what it is for actions to have this property, and thereby to identify right actions. 

Third, doing the things that you think are right, because they are right (or, at least, so you think!). 

Importantly, my view is that an agent always deserves praise for trying to act rightly; even if she 

fails, and ends up acting in a way that is either morally neutral or just plain wrong, the fact that 

she was at least trying to act rightly is still praiseworthy and still goes some way toward making 

her a good person. 

 

The view that people deserve praise for trying to act rightly might strike the reader as 

obviously true. Indeed, it seems to be an empirical fact that we often do praise agents in this way; 

locutions like “Well done, that was the right thing to do” or “Don’t feel bad, you did what you 

thought was right” or “She is a very principled woman” are commonplace. But the view is in fact 

quite contentious. It is explicitly contested in two distinct bodies of literature. The first claims that 

agents deserve praise for acting rightly only if they were motivated by the features that make the 

act right, according to the true first-order moral theory, and not if they were trying to act rightly 

(e.g. Arpaly 2003, Markovits 2010, Arpaly and Schroeder 2013, Weatherson ms, and cf. Harman 

2011 and 2015 on blameworthiness). The second claims that an intrinsic motivation to perform 

actions with the property RIGHT amounts to a kind of “fetish” (e.g. Smith 1994, 1996, Copp 1997, 

Dreier 2000, Zangwill 2003, Toppinen 2004, and cf. Weatherson 2014). The thought that there is 

something inherently objectionable about trying to act rightly is close to attaining the status of a 

reigning orthodoxy in this second body of literature, as well as being widely accepted in the first. 

 

In this paper, I will argue that the emperor has no clothes. Trying to act rightly is no less 

praiseworthy than trying to perform actions with the right-making features, and there is nothing 

inherently objectionable about it. Here is a road-map: in §2, I take on the view that only intrinsic 

motivations directed toward right-making features render an agent praiseworthy. I provide three 

cases, arguing that we cannot give plausible verdicts about all three without admitting that trying 

to act rightly is also praiseworthy. I also respond to some objections to my view from authors in 

this camp. §3 then challenges the claim that trying to act rightly is inherently objectionable. I argue 

that a generalized version of the norm that this claim relies on is manifestly unpalatable, and that 

no good arguments for a version that specifically targets trying to act rightly have so far been 

offered. §4 closes by surveying some theoretical payoffs of accepting that trying is good. 
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2. Trying, succeeding, and failing 

 

The view that agents deserve praise for trying to act rightly is contested by a group of 

authors who think that agents deserve praise, not for trying to act rightly, but for trying to perform 

acts with whichever features turn out to be those that make acts right, according to the true first-

order moral theory (Arpaly 2003, Markovits 2010, Arpaly and Schroeder 2013, Weatherson ms). 

These authors try to remain neutral as to what the right-making features are. Their view is rather 

that, whatever they turn out to be, being good is a matter of wanting to perform actions with 

these features, and being praiseworthy is a matter of being motivated to perform right actions by 

one’s recognition that these actions have the relevant features. On this view, whether an agent 

wants to act rightly – or even thinks that she is acting rightly – is irrelevant to her praiseworthiness. 

 

Call this view the "Yoda view”: 

 

YODA VIEW: for all features of actions F, if F is right-making, then an agent is 

praiseworthy to the extent that she is intrinsically motivated to perform actions 

with F. Trying to work out which features are right-making and to act accordingly 

earns no praise in and of itself. 

 

The Yoda view is so-called because it can be glibly summarized in the aphorism “Try not. 

Do, or do not. There is no try”. 

 

Sliwa (2015) criticizes the Yoda view. She argues that someone is praiseworthy only if they 

want to do the right thing, know what the right thing to do is, and so act rightly. Sliwa and I agree 

about the praiseworthiness of wanting to act rightly. But her position is more demanding than 

mine: she claims that trying to act rightly is necessary for praiseworthiness, while I claim only that 

it is sufficient. For example, if relieving suffering is right-making, then Sliwa and the Yoda view 

disagree about someone who is reliably moved by others’ suffering to take steps to relieve it, but 

who has no moral beliefs at all. Here I side with the Yoda view. Withholding all praise from such 

an agent is excessively harsh. Lousy abstract thinkers can be good people who do good things. 

 

What I want to suggest is that the Yoda view is also too harsh. Intrinsic motivations whose 

objects are right-making features do contribute to praiseworthiness, but an intrinsic motivation 

to act rightly contributes to praiseworthiness too. It is no mark against an agent that the content of 

her motivation mentions the right-making features de dicto rather than de re; i.e., that the content 

of her motivation is “I perform actions with the features that are right-making, whatever they 

may be” as opposed to “I perform actions with F”. Performing actions with the features that are 

in fact right-making – in other words, performing right actions – is certainly good. But it is not 

the only thing that is good. Trying to do this is also good. 
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2.1 Trying and succeeding 

 

The importance of allowing praise for trying to act rightly is best shown through examples 

of agents who are not just trying to act rightly, but succeeding in doing so. My argument in this 

section will therefore proceed by discussion of cases. I will present three cases – one of an agent 

who is trying to act rightly and succeeding, and two of agents who manage to act rightly without 

trying. I think that no version of the Yoda view can accommodate intuitively plausible verdicts 

about all three cases.  

  

First, notice a consequence of the Yoda view. The view entails that intrinsic motivations 

to act rightly do not contribute to praiseworthiness, no matter what the true first-order moral 

theory turns out to be. Whichever features of actions turn out to be right-making, surely rightness 

itself cannot be among them. Actions cannot be right in virtue of their rightness. That would be 

circular. The right-making features must be something else. Moreover, the Yoda view entails that 

no non-intrinsic motivations contribute to praiseworthiness. This follows directly from the view; 

the view states that only intrinsic motivations count. Putting these two entailments together 

highlights an important consequence of the Yoda view: an agent who is intrinsically motivated 

to act rightly, and who wants to perform actions with the features that are, in fact, right-making 

only because she believes (correctly!) that possessing these features constitutes rightness, is not at 

all praiseworthy according to the Yoda view. This agent is motivated by the right-making features, 

all right. But the relevant motivations are not intrinsic. In Arpaly and Schroeder’s terminology 

(2013, pp.6-9), they are mere “realizer” desires. And this agent’s only intrinsic motivation is 

directed toward rightness itself – a feature of actions that cannot be right-making. So this agent 

does not have any motivations that are both intrinsic and directed toward features of actions that 

are in fact right-making. Thus, there is nothing to render her praiseworthy. 

 

Now consider the following case: 

 

Burgers: In College, Gottlob couldn’t wait to start taking Ethics classes, to clarify 

his thoughts about his obligations toward refugees, the environment, non-human 

animals, and so on. After years of careful study, long conversations, and much 

consternation, he eventually came to accept a form of pluralist consequentialism 

as the true first-order ethical theory. And Gottlob revised his behavior accordingly. 

For example, he buys only organic meat, because he thinks that the comparative 

value of human gustatory pleasure and the avoidance of harm to animals and the 

environment – coupled with his views about our obligations in collective action 

problems – entail that buying regular meat is impermissible, but buying organic 

meat is permissible. Moreover, Gottlob is completely right about all of this. Not only 

is pluralist consequentialism the true first-order moral theory, but the list of values 
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that Gottlob endorses corresponds exactly to what really is valuable, to the precise 

comparative degrees of value that these things really have. Gottlob has totally 

nailed Ethics. And, since he is not at all akratic, he also acts perfectly. 

 

What should we say about Gottlob? He is trying to act rightly, and he is doing a great job. 

He acts impeccably. Gottlob also has all and only the true moral beliefs. And this is no fluke; it is 

due to years of careful thought and sophisticated reasoning – in short, due to a great deal of effort 

on his part. Yet the Yoda view entails that Gottlob is not at all praiseworthy. This is because, though 

he is motivated by all the right-making features of actions to the precise degrees sanctioned by 

the true moral theory, he is not so motivated intrinsically. He is motivated by them only because 

he believes that they are right-making. If Gottlob were to change his views about what rightness 

consists in, his motivations would likewise change. His only intrinsic motivation is to act rightly. 

But rightness itself is not right-making. Thus, there is nothing to render Gottlob praiseworthy. 

 

Contrast Burgers with this case: 

 

Burgers 2: Friedrich has always found himself with certain intrinsic motivations, 

directed toward various objects. It is because of this that he came to adopt a certain 

kind of pluralist consequentialism back in College, having recognized that this 

theory best reflects his pre-theoretical intuitions. But his commitment to the theory 

is an idle wheel. Friedrich does not actually care about his actions’ moral status. 

So he could be convinced of a different view of what rightness consists in without 

changing his motivational structure one iota. He will continue, for example, to buy 

organic burgers rather than regular burgers, since he is intrinsically motivated by 

gustatory pleasure to some extent, but this is outweighed by his intrinsic aversion 

to harming animals and the environment when he thinks about buying burgers. 

 

The Yoda view said that Gottlob was not at all praiseworthy. But the Yoda view says that 

Friedrich is fully praiseworthy. After all, Friedrich’s motivations perfectly match the content of 

the true moral theory, and he is so motivated intrinsically! 

 

I want to suggest that this is clearly the wrong result. Friedrich’s moral status cannot be 

so far removed from Gottlob’s. After all, we have stipulated that their motivations and the moral 

facts are such that both agents act impeccably; both of their lives consist in the performance of 

right action after right action. And both of these agents have all and only true moral beliefs. (We 

can even stipulate that they are also both correct about all relevant non-moral matters.) They both 

believe that their actions are right, that they are value-maximizing, and that they have the former 

property in virtue of having the latter. They completely agree about what is valuable. Gottlob and 

Friedrich diverge only in what we may most accurately say about the description “under which” 

they are motivated to act: Gottlob buys his organic burgers on the grounds that doing so is right, 
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whereas Friedrich buys them on the grounds that doing so is value-maximizing. But, of course, 

both agents believe – truly, we assume – that maximizing an appropriately weighted combination 

of the values on their mutual list is what constitutes rightness, and so they both think that the 

properties “value-maximizing” and “right” are co-intensional. So these agents themselves do not 

regard the difference between them as terribly important. (For more on this point, see §4.3.) 

 

To repeat: the Yoda view entails that, while Friedrich is fully praiseworthy, Gottlob is not 

at all praiseworthy. This is an extremely unwelcome conclusion, given the observation that Gottlob 

is extremely similar to Friedrich – and, indeed, is pretty much a moral saint. So I submit that the 

Yoda view must be rejected.  

 

2.2 A quick fix? 

 

Could there be a modified Yoda view that stops short of conceding that motivations to act 

rightly are themselves praiseworthy, while giving an intuitively plausible verdict about Burgers? 

Yes, there could. The Yoda view entails that Gottleb is not at all praiseworthy because it restricts 

our focus to intrinsic motivations. So an easy fix would be to allow that “realizer” motivations – 

i.e., motivations to φ that develop because the agent is already motivated to ψ and comes to 

believe that φ-ing constitutes ψ-ing – also contribute to an agent’s praiseworthiness. (This is 

contrary to Arpaly and Schroeder’s views. But we can deviate from them.) And if we decide that 

realizer motivations can also contribute to praiseworthiness, then we have no problem giving the 

intuitively correct verdict about Gottlob. Granted, he does not have any intrinsic motivations for 

that which is right-making. But he has a full set of the corresponding realizer motivations. 

 

Call this view the "new Yoda view”: 

 

NEW YODA VIEW: for all features of actions F, if F is right-making, then an agent 

is praiseworthy to the extent that she has either an intrinsic or a realizer motivation 

to perform actions with F. 

 

The new Yoda view gets the right result about Gottlob. But, in so doing, it opens itself up 

to new counterexamples. The Yoda view is too harsh, but the new Yoda view is not harsh enough. 

 

Here is an example: 

 

Aardvark approval: Aarulina desperately wants to act in a way that is approved 

of by aardvarks. This serves no further end; just as some people are intrinsically 

motivated to act in a way that is approved of by their loved ones, or by God, for 

Aarulina it’s all about aardvarks. But, fortunately, Aarulina thinks she has figured 

out what it is that aardvarks approve of, and therefore what it is to act in a way 
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that’s approved of by aardvarks. According to Aarulina, aardvarks approve when 

people perform actions with feature F. 

 

Examples like this are easy to invent: ascribe to your fictional agent a bizarre but morally 

neutral intrinsic desire, the (plainly false) belief that performing actions with feature F constitutes 

achieving the object of their intrinsic desire, and the corresponding realizer motivation to perform 

actions with feature F. But if feature F is, in fact, right-making,1 the new Yoda view is in trouble. 

This is because the new Yoda view entails that oddballs like Aarulina are fully praiseworthy, just 

like Gottlob. But these people are crazy people, not moral saints. Gottlob surely must be more 

praiseworthy than these agents. After all, he has a realizer motivation to perform actions with the 

feature that is in fact right-making because he has been trying to act rightly and he has succeeded 

fantastically, whereas they have realizer motivations to perform actions with the feature that is 

in fact right-making as a weird coincidence. Any theory that entails that Gottlob is no more 

praiseworthy than these crazy people is inadequate. So much for the new Yoda view. 

 

This amounts to a dilemma. If the Yoda view allows realizer motivations to contribute to 

praiseworthiness, then it gives intuitively incorrect verdicts about cases like Aardvark approval. 

But if it doesn’t, then it gives intuitively incorrect verdicts about Burgers and Burgers 2.  

 

The quick fix to the Yoda view won’t work. A better response to cases of people trying to 

act rightly and succeeding fantastically is to accept that these people are praiseworthy. We cannot 

earn praiseworthiness by deriving realizer motivations for that which is right-making from just 

any old intrinsic motivation; that motivation must itself be praiseworthy. But this constraint poses 

no problem for people like Gottlob, since being motivated to act rightly is, indeed, praiseworthy. 

Trying is good. 

 

2.3 Trying and failing 

 

I have provided support for my view, and undermined the Yoda view, based on a case of 

an agent who is trying to act rightly and succeeding. But defenders of the Yoda view sometimes 

think that their view is supported by cases of agents who are trying to act rightly but failing. Here 

is an example from Arpaly and Schroeder (2013, pp.183-4): 

 

Consider a person who keeps slaves because he takes it to be right… we hold that 

the fact that he believes having slaves to be [right] is no excuse for his actions.  

 

And here is one from Markovits (2010, p.224): 

                                                           
1 Since I have assumed nothing about F-ness, it should not be difficult to stipulate that it is right-making. If the true 

moral theory is a pluralist theory that says that several different features are each right-making and offers no system 

of lexical priority among them, then let F be their disjunction. 
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[T]he fact that Göbbels was driven by his conscience to persecute the Jews does 

not exonerate him, much less endow his acts with moral worth. 

 

If correct, this would be an important objection. So let’s think about whether our intuitions 

about agents who try to act rightly but fail really do lend support to the Yoda view. 

 

When an agent is “in the grip of a false moral view” – to borrow a phrase from Harman 

(2015) – and she wants to act rightly, she may end up acting wrongly. For example, if she sincerely 

believes that she is morally required to refuse to conduct same-sex marriages, when in fact this is 

morally forbidden, then her trying to act rightly will lead to her acting wrongly. Harman (2011, 

2015, ms) argues, as do Arpaly and Schroeder and Markovits, that such an agent is blameworthy 

for having acted wrongly, and is not exculpated by her false moral beliefs.  

 

This might seem like a challenge for my view. But motivations, actions, and beliefs are all 

quite different things. Someone can be blameworthy for one or two of these things without being 

blameworthy for all three. So we can blame someone for acting wrongly, and/or for having false 

moral beliefs, or both, without piling extra condemnation of her motivations on top. This is what 

I suggest we do when we consider agents who try to act rightly but fail. 

 

In support of my suggestion, note that agents can be led astray by their false moral beliefs 

even when their motivation is not to act rightly, but to perform actions with F, where F is a real right-

making feature. For example, suppose that fairness is right-making, and consider this case: 

 

Fairness: A father wants to decide on a toy-sharing policy for his daughters. He is 

committed to the value of acting fairly, and wants his toy policy to be fair. So he 

thinks awhile and develops a rudimentary theory of fairness. But he gets it wrong: 

he thinks that his girls’ age-difference is irrelevant to considerations of fairness, 

when in fact it is highly relevant. So he ends up choosing a policy that is in fact 

unfair to his younger daughter, and therefore wrong. 

 

The Yoda view says that the father is praiseworthy, since he is intrinsically motivated by 

a feature of actions that is, in fact, right-making – fairness. But this agent is still led to act wrongly 

by his false moral beliefs. Again, it is easy to construct examples like this: describe your fictional 

agent so that, rather than accepting a false theory about what the right-making features are, she 

accepts a false theory about what one of the (genuine) right-making features itself consists in. This 

is still a false moral theory; theories of fairness, of well-being, of promise-keeping, and so on are 

moral theories.2 And false theories on these topics lead people like the father to act wrongly. So if 

                                                           
2 One exception is for right-making features that can be specified in fully non-moral terms, if there are any of these. If 

a right-making feature can be specified in non-moral terms, then false beliefs about which actions have this feature 
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the defender of the Yoda view wants to say, with Harman, that false moral beliefs do not 

exculpate, then she must say that these agents too are blameworthy for their wrongful actions. 

 

I do not think that there is any tension here. The Yoda view can accept Harman’s account 

of blameworthiness for actions. We can say that the father is still praiseworthy insofar as he was 

trying to act fairly, though he is still blameworthy insofar as he in fact acted unfairly (and, perhaps, 

for his false beliefs). We can say, “He messed up, but at least he had good intentions”. 

 

But if we are going to say this about Fairness, we might as well say it about agents who 

try to act rightly but fail to do so. Once we allow for an agent to act wrongly (and so be somewhat 

blameworthy) based on false moral beliefs (for which she may also be blameworthy), but still to 

have had good intentions (and so be somewhat praiseworthy), we can extend this analysis from 

agents whose intention was to perform actions that instantiate some right-making feature to those 

whose intention was to act rightly. Indeed, it is not obvious why the moral status of trying and 

failing to act, say, fairly should be so different from that of trying and failing to act rightly, if in 

both cases the agent fails due to her false moral beliefs. So the defender of the Yoda view at least 

owes us an account of this difference. Without such an account, our intuitions about agents who 

try to act rightly but fail do not really lend support to the Yoda view.  

 

2.4 Trying so hard that you fail 

 

There is a different worry one might have about agents with false moral beliefs, voiced by 

Arpaly and Schroeder (pp.186-7). They imagine someone who is initially intrinsically motivated 

by that which really is right-making, but who becomes convinced of a false moral theory, and is 

then so concerned to act well by its lights that her intrinsic motivations for that which really is 

right-making slowly lose their grip on her. This is a different worry from the one that I discussed 

in the previous section; here Arpaly and Schroeder’s worry is that, as well as a misguided concern 

with acting rightly outweighing or overriding an agent’s praiseworthy motivations (and leading 

her to act wrongly), this concern can erode her praiseworthy motivations, and eventually eliminate 

them. We might describe such agents as being “corrupted by theory”. 

 

I agree that it is a great loss for an agent to be corrupted by theory. For example, someone 

who is initially intrinsically motivated to avoid causing suffering, but who becomes so enthralled 

by an apparent moral authority that she begins to obey its commands without question – blind 

                                                           
will be false non-moral beliefs, rather than false moral beliefs. And this might be an important difference (see Harman 

2015, pp.62-69). However, this point should be of little comfort to defenders of the Yoda view who want the 

plausibility of their view not to depend on what the right-making features turn out to be. Some thick terms – 

including ones specifying plausible candidates for right-making features, like “kind” – may not be amenable to fully 

reductive analysis (see Dancy 1995, p.268; Wiggins 2006, pp.378-79 n20, and especially Roberts 2013, pp.684-85). So if 

defenders of the Yoda view have to assume that all right-making features can be given a fully reductive non-moral 

analysis, then the tenability of the view clearly is dependent on which first-order moral theory turns out to be true. 
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to the suffering that she thereby causes – is a tragic figure. When a corrupted agent was previously 

motivated by that which is in fact right-making, her loss of this motivation is the loss of something 

that was praiseworthy. 

 

But, just like the worry about agents who are led to act wrongly by false moral beliefs, the 

worry about agents who are corrupted by theory does not really lend support to the Yoda view. 

This is because people can be “corrupted”, not only by a false theory of which features are right-

making, but also by a false theory of the nature and extension of the real right-making features. 

In Fairness, for example, the father’s endorsement of a false theory of fairness renders him blind 

to certain considerations that really are relevant to fairness, and that had some motivational grip 

on him before he accepted the false theory. And we can imagine much more serious examples of 

an agent being corrupted by a false theory of one of the true right-making features; for instance, 

it is just as easy to imagine that Göbbels was driven to persecute the Jews on grounds of desert, 

or justice, or equality, and was corrupted by a false theory of one of these things, as it is to imagine 

that he was motivated by rightness itself and then corrupted by a false theory of rightness. So the 

worry about being corrupted by theory challenges the Yoda view just as much as my own, as it 

is equally pressing for agents with false views about what the right-making features themselves 

consist in as it is for those with false views about what the property RIGHT consists in. 

 

This is a point of unforced choice for defenders of the Yoda view. They may develop their 

theory in either of two ways. The first way says that agents are praiseworthy only if their intrinsic 

motivations align exactly with the true nature and extension of the right-making features. The 

second way says that agents are praiseworthy for having motivations whose content approximates 

the true moral theory, and are more praiseworthy the closer this approximation is. For example, 

if fairness is in fact right-making, then this approach says that anyone who is at all motivated by 

fairness is somewhat praiseworthy, but people are more praiseworthy the more accurate their 

conception of fairness is (and thus the more their realizer motivations align with the true nature 

of fairness). Call the first of these approaches the “hard-line” approach. Call the second one the 

“partial credit” approach. 

 

Depending on what the true nature and extension of the right-making features turns out 

to be, the hard-line approach might turn out to be very demanding. This is because, the more the 

true nature and extension of the right-making features differs from the sort of thing that normally 

moves us, the fewer agents emerge as at all praiseworthy on this approach. For example, if well-

being-promoting is right-making, but the true theory of well-being is a sophisticated and complex 

theory that differs considerably from that which normally moves us, then few agents are at all 

praiseworthy on the hard-line approach. And if it turns out that what is right-making is acting 

on maxims that involve neither contradiction in conception nor in the will, then almost no agents 

are at all praiseworthy on the hard-line approach, since extremely few agents even think in these 

terms and fewer still are actually moved by them. This is an uncomfortable bullet for defenders 
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of the Yoda view. They do not usually intend to be arguing for the conclusion that almost no-one 

at all is ever even slightly praiseworthy. But on the hard-line approach, that is a live possibility. 

So the tenability of this approach is ultimately hostage to first-order moral theory; the more the 

true first-order moral theory differs from our pre-reflective inclinations, the harsher the hard-line 

approach’s evaluations will be, and the less intuitively plausible the approach will be. 

 

The partial credit approach is gentler in its evaluations, and so its plausibility is less of a 

hostage to first-order moral theory. For example, if it turns out that promoting well-being is right-

making but that well-being consists in something complex that moves none of us, then the partial 

credit approach still yields the verdict that many agents are at least somewhat praiseworthy, since 

many agents care about what they think well-being consists in (even if they do not care about 

what it really consists in). Thus, the more people there are who have been corrupted by false 

theories of one or more of the right-making features, the harsher the hard-line approach’s verdicts 

are in comparison with the partial credit approach. So for defenders of the Yoda view who wish 

to avoid the conclusion that almost no-one is ever at all praiseworthy, while remaining neutral 

between first-order moral theories, I recommend the partial credit approach. 

 

But, on this approach, the Yoda view again faces an explanatory burden. If we give partial 

credit to agents who are corrupted by a false theory of some right-making feature, but who do at 

least care about this feature, why do we not also give partial credit to those who are corrupted by 

a false theory of what rightness consists in, but do at least care about acting rightly? Again, it is 

far from obvious why agents who try and fail to act rightly should have a different moral status 

from those who try and fail to act, say, fairly, if all fail because they are corrupted by theory. So, 

again, we are owed an account of the difference between these two ways of trying and failing. 

And, again, without such an account, our intuitions about agents who are corrupted by theory 

do not really lend support to the Yoda view. 

 

2.5 Not trying, but succeeding anyway 

 

There is one final type of case that I should address when discussing the Yoda view. Those 

who defend this view typically employ two types of case: one in which an agent has false beliefs 

about what is right, tries to act rightly, and ends up acting wrongly (as I have already discussed), 

and one in which an agent has false beliefs about what is right, but is nonetheless moved by what 

really are right-making features, and ends up acting rightly after all. For this second type of case, 

these philosophers usually concentrate on the example of Huckleberry Finn, who is moved by 

the importance of freedom and equality despite his not believing in it (see Arpaly 2003 pp.9-10, 

Arpaly and Schroeder 2013 p.178, Markovits 2010 pp.208-209, Weatherson ms pp.67-68). Their 

verdict is that Huckleberry is praiseworthy for being motivated to act rightly by the right-making 

features, notwithstanding the fact that he falsely believes that his actions are wrong. 
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But I am comfortable with this verdict. I am happy to say that being motivated by right-

making features is one way to be good. The claim that I am defending is that this is not the only 

way to be good; trying to act rightly is also good. This means that cases of agents who don’t try 

to act rightly, but still succeed in acting rightly because they are motivated by the right-making 

features, are uninteresting test cases in the present dispute. No cases like this tell against the view 

that agents are also praiseworthy for trying to act rightly.3 

 

 

3. No harm in trying? 

 

There is another family of authors who challenge the view that an agent always deserves 

praise for trying to act rightly. These authors take a more extreme stance than the Yoda view. 

They think that trying to act rightly has a negative effect on an agent’s praiseworthiness, rather 

than a merely neutral effect on it (which is what the Yoda view entails – see §2.1). In other words, 

they think that there is something inherently objectionable about trying to act rightly. 

 

The idea that trying to act rightly is inherently objectionable shot to fame in 1994, when 

Michael Smith reported the following intuition in The Moral Problem (Smith 1994, p.75): 

 

Good people care non-derivatively about honesty, the weal and woe of their 

children and friends, the well-being of their fellows, people getting what they 

deserve, justice, equality, and the like, not just one thing: doing what they believe 

to be right, where this is read de dicto and not de re. Indeed, commonsense tells us 

that being so motivated is a fetish or moral vice, not the one and only moral virtue. 

 

Smith’s view is different from the Yoda view. His description of “good people” is not 

supposed to be a description of people who are motivated by genuinely right-making features, 

as he is at pains to clarify in a later paper (Smith 1996, p.177). Smith does not say that agents are 

praiseworthy to the extent that they are motivated by the true right-making features. Rather, he 

distinguishes two kinds of agent, both of whom are motivated to perform actions with features 

that they believe – whether correctly or incorrectly – to be right-making. Smith’s distinction is 

between agents for whom the relevant motivations are intrinsic, and those for whom they derive 

from the belief that the features are right-making and the motivation to act rightly. Smith’s view 

is that the former is a kind of “executive virtue” (1996, pp.176-177), whereas the latter amounts to 

an objectionable “fetish” for rightness. 

                                                           
3 In fact, I think that the case of Huckleberry Finn is a little more complicated than this makes out, because I think it is 

a case of someone in the grip of a false view about one of the true wrong-making features; Huckleberry knows that 

stealing is wrong, and falsely believes that assisting runaway slaves constitutes stealing. So I think that the case of 

Huckleberry Finn actually supports my argument in §2.3, and challenges the Yoda view. But, since it would 

constitute a tangent in the present context, I will not pursue this line of argument here. 
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Responses to Smith's view have fallen into two broad camps. Some have noted that there 

are cases in which being intrinsically motivated to act rightly does not seem so bad (Lillehammer 

1996, Svavarsdottir 1999, Olson 2010, Aboodi 2014), though these authors avoid the stronger 

claim that agents always deserve praise for trying to act rightly. And others have suggested that 

we cheerfully concede that trying to act rightly is inherently objectionable, finding another way 

to explain why good people want to do what they believe to be right (e.g. Copp 1997, Dreier 2000, 

Strandberg 2007), or locating their praiseworthiness elsewhere (Zangwill 2003). By and large, 

Smith’s “fetishism” charge against the agent who tries to act rightly remains extremely popular. 

 

Since this view says that trying to act rightly positively harms an agent’s praiseworthiness, 

I will call it “Harm in Trying”: 

 

HARM IN TRYING: For all features of actions F, it is a kind of character flaw to 

want to act rightly, come to believe that F is right-making, and thus become 

derivatively motivated to perform actions with F. What is virtuous – if one believes 

that F is right-making – is to be so motivated intrinsically. 

 

If this view were correct, it would pose quite a problem for me. I claim that agents always 

deserve praise for trying to act rightly. It is not easy to square this with the thought that trying to 

act rightly amounts to a kind of character flaw in the agent.  

 

But the view is incorrect. There is no harm in trying. To see why this is, begin by noting 

that HARM IN TRYING can be generalized to cover other properties that an agent might look 

for in her actions, besides the property RIGHT. The view is representable schematically:  

 

HARM IN TRYING*: For all features of actions F and G, it is a kind of character 

flaw to want to act in a way that is G, come to believe that F is G-making, and thus 

become derivatively motivated to perform actions with F. What is virtuous – if one 

believes that F is G-making – is to be so motivated intrinsically. 

 

Smith’s view is that HARM IN TRYING* is true when G is replaced by “right”. But we 

can equally well replace G with “fair”, or “well-being-promoting”, or “honest”, or “conducive to 

any of the values listed on p.75 of Smith (1994)”, or any other property. And in so doing we will 

often produce substitution instances of HARM IN TRYING* that identify character flaws in at 

least some real agents. Just as people who want to act rightly may be uncertain as to what 

rightness consists in, people who want to act fairly – like the father in §2.3 – may be uncertain as 

to what fairness consists in. People who want to be honest may be uncertain as to what honesty 

consists in. And so on. Once these people develop beliefs about what the objects of their intrinsic 

motivation consist in, they can then form motivations that “derive” from a prior motivation to 
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act G-ly and a belief that certain features are G-making, where the G-ness of an action is something 

other than its rightness. 

 

Here, then, is the problem for defenders of HARM IN TRYING: rightness is not the only 

moral property with too little descriptive content for ordinary agents to immediately determine 

its nature and extension. Just as there are agents out there trying to act rightly, there are agents 

out there trying to act fairly, to act honestly, and so on. These agents may become “derivatively” 

motivated to perform actions with another feature because they believe that having this other 

feature constitutes having the feature that they are interested in. So what do we say about them? 

 

To suggest that HARM IN TRYING* is true, no matter which property replaces “G”, is 

absurd. It is absurd to suggest that there is something inherently objectionable about the general 

phenomenon of thinking about what one wants and deriving some motivations from others.  

 

The alternative is to say that HARM IN TRYING* is true when G is replaced by some 

properties, including “right”, but not others. For Smith’s “good people” to be good, the properties 

that do not yield true instances of HARM IN TRYING* will have to include all properties that 

someone could take to be right-making, while still being uncertain about what they consist in – 

properties like “fair”, “well-being-promoting”, “just”, “honest”, and so on. But, as we have seen, 

agents who are trying to perform actions with any of these properties will form beliefs about what 

it takes for an action to have them, and will develop the corresponding derived motivations. And 

this is exactly analogous to what goes on when someone is trying to act rightly: she will form 

beliefs about what it takes for an action to be right, and will develop the corresponding derived 

motivations. So the defender of HARM IN TRYING, who does not want to be saddled with the 

preposterous HARM IN TRYING*, must tell us: what’s the difference? 

 

What we are owed is an account of a particular problem with trying to act rightly, which 

finds no parallel in trying to perform actions with slightly thicker moral properties. The account 

cannot rely on the fact that certain of these properties really are right-making, as Smith’s intuition 

is supposed to apply to any case in which some properties are believed right-making. Presumably, 

then, the answer must appeal to something about the property RIGHT that distinguishes it from 

all of the slightly thicker moral properties by which we could be motivated. What we are owed is 

an account of why there should be an upper bound to the thinness of the moral property from 

which we may derive our other motivations. 

 

So what is the harm in trying to act rightly? This is something on which those who report 

Smith-like views, including Smith himself, say disappointingly little, often offering intuition in 

lieu of argument. I am unable to survey all possible answers to this question. But I will briefly 

consider three possible answers, based on what has so far been said. 
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3.1 "One thought too many” 

 

Following his original report of the intuition that trying to act rightly is a moral vice, Smith 

defers to Bernard Williams. Williams (1981, p.214) considers a case posed by Charles Fried (1970), 

in which a man sees that his wife and some other people are all drowning and that he cannot save 

them all. Williams thinks that there is something good about the agent being motivated directly 

by the thought that his wife is drowning. And he famously claims that any reasoning-process that 

applies a moral theory permitting or requiring the man to save his wife “provides the agent with 

one thought too many”. Smith thinks that Williams’ intuition is approximately the same as his 

own (1994, pp.75-6). And some commentators agree (e.g. Dreier 2000, pp.620-621). 

 

Williams’ intuition condemns a man who has the following series of thoughts: “My wife 

is drowning. I want to act rightly, and I believe that, in these circumstances, saving my wife is the 

right thing to do. OK, into the water I go!” 

 

But what is it that is wrong with this man’s thought-process? It cannot really be the number 

of thoughts that he has. The problem is not that the man was required to have no more than two 

thoughts before he acts, and has violated this obligation. (Such an obligation would also condemn 

the following series of thoughts: “My wife is inhaling water and is unable to breathe. That’s what 

drowning is. So my wife is drowning. OK, into the water I go!”) There are no cases in which there 

is a literal maximum number of thoughts that an agent may permissibly have before acting. This 

proposal would just be silly, and would also require us to divide agents’ complex mental activity 

into a discrete number of thoughts – a burden we would do well to avoid. 

 

Presumably, then, Williams' intuition is supposed to be interpreted in a non-literal way. 

It is not really about the number of the man’s thoughts, but their content. There is supposed to be 

a problem with any reflection on the extension of the property RIGHT making its way in to our 

deliberations about how to act. But note that we are now no closer to spelling out exactly what 

the problem is. The mere fact that Bernard Williams disapproves of something is not good enough 

reason to regard it as problematic – no more than the mere fact that Michael Smith disapproves 

of it. So simply citing Williams’ intuition goes no further toward saying what is wrong with trying 

to act rightly. The intuition serves more to poetically restate the view than to argue for it. 

 

3.2 Coldness 

 

Some defenders of the Yoda view who cite Smith’s intuition say that what is objectionable 

about trying to act rightly is that it makes the agent seem “cold” (e.g. Markovits 2010, p.204). Here 

being “cold” is a matter of being insensitive to the features of actions that are in fact right-making. 

Someone who tries to act rightly, caring about other features of acts only insofar as they are right-

making, can consider a right-making feature under another description – say, as “fairness” rather 
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than “right-making feature” – and remain unmoved by it. The agent is therefore indifferent to the 

right-making features in and of themselves, and interested in them only insofar as they are right-

making. This, according to Markovits, is the harm in trying to act rightly. 

 

I find this objection strange. Surely it is only because the right-making features are right-

making that we should be interested in them. It is not the case that we should be moved by just 

any old features of actions; for example, it is OK to think about the fact that an action is describable 

in French in under three syllables and remain unmoved. What demarcates the features of actions 

that should not leave us cold is precisely that these features are right-making. So it is odd to say that 

there is something objectionable about an agent who is interested in these features only insofar 

as they are right-making. To be interested in them in this way seems perfectly appropriate. 

 

At any rate, if the defender of HARM IN TRYING says that what is objectionable about 

trying to act rightly is the agent’s coldness in the face of real right-making features, then this view 

collapses into the Yoda view. Smith’s original intuition was that one’s concern for that which one 

takes to be right-making should not be “derivative”, whether or not one is correct about what is right-

making. But someone with false beliefs about which features are right-making is still liable to the 

charge of coldness, even if she exhibits Smith’s “executive virtue” and is intrinsically motivated 

by the non-right-making features that she falsely believes to be right-making. She may well still 

be unmotivated by the real right-making features, and therefore “cold”. So the charge of coldness 

does not really support HARM IN TRYING. It just supports the Yoda view. 

 

3.3 Self-centeredness 

 

In a later paper in which he clarifies his argument in The Moral Problem, Smith says that 

people who are trying to act rightly “seem precious, overly concerned with the moral standing of 

their acts” (1996, p.183). Zangwill (2003, p.148) similarly describes Smith’s argument as applying 

to an agent who is “ultimately motivated by the fact that he possesses a moral property”. If this 

proposal is correct, then the harm in trying to act rightly is that it belies a kind of self-centeredness. 

Self-centeredness seems like a good candidate for something inherently morally objectionable. So 

I understand why this suggestion may seem promising. 

 

But this suggestion will not do. It will not do because it does not meet the challenge that I 

posed to HARM IN TRYING; it does not distinguish the property RIGHT from the slightly thicker 

moral properties by which an agent may just as easily be intrinsically motivated. If it is “precious” 

to be concerned with whether your action is right, why is it not equally precious to be concerned 

with whether your action is fair, or honest, or just, or egalitarian, or well-being-promoting, or etc?  

 

In some cases, the motivation to act rightly may itself be derived from a further motivation 

that clearly is self-centered, like the motivation to be a really impressive person. But this is equally 
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true of all thicker motivations. My motivation to act honestly, for example, could derive from my 

motivation to be a really impressive person plus the (true) belief that unfailing honesty would be 

really impressive. Of course, the motivation to act honestly need not derive from a further selfish 

motivation – we can want to perform honest actions simply because they are honest. But the same 

is true of the motivation to act rightly – we can want to perform right actions simply because they 

are right. (Indeed, this is what it is to be intrinsically motivated by rightness, and so to qualify as 

trying to act rightly according to the criteria that I set out in §1.1.) 

 

Markovits (2010, pp.224-5) raises a related concern about someone who “cares not simply 

that the good be done, but that she personally be the one to do it”. The concern is: “her preferences 

would lead her to supplant other agents in a position to do good even when they’re better placed 

to help than she is, and so could do good more effectively”. This is a reasonable concern. But it 

also fails to distinguish rightness (or “goodness”) from the thicker moral properties by which we 

may be motivated. For example, someone who cares not only that well-being be promoted, but 

that she personally be the one to promote it, will be equally inclined to elbow well-situated others 

out of the way in her rush to save a drowning child. 

 

As Markovits evidently recognizes, one can care about right actions’ being performed, in 

general, without much caring about personally being the one to perform them. So not all people 

who try to act rightly are self-centered in the way that provokes her concern. We need not bemoan 

the necessary self-centeredness of a motivation whose content is “I act rightly”; this motivation 

does mention the agent, but it is not really “self-centered” – no more than the motivation “act 

rightly now” is “now-centered”. If someone who cares generally about right actions’ being 

performed were to acquire control over another person’s limbs, then she could have a motivation 

with the content “this other agent acts rightly”. The fact that she does not currently have such a 

motivation does not reflect the deeply selfish nature of agents who try to act rightly, but the 

contingent fact that they are the only ones whose behavior they can directly control. 

 

To sum up: Smith’s claim that trying to act rightly amounts to a kind of “fetish” is more 

of an intuition than an argument. But the proponent of HARM IN TRYING who wishes to avoid 

HARM IN TRYING* must have some kind of argument at her disposal; to defend the view that 

there is something particularly objectionable about trying to act rightly, one must say something 

about what it is about it that is so objectionable. The charge that it provides the agent with “one 

thought too many” obfuscates rather than clarifying the objection. The charge that it leaves the 

agent “cold” collapses into the Yoda view. And the charge that it is somehow “precious” or self-

centered does not distinguish trying to act rightly from thicker moral motivations in the way that 

proponents of HARM IN TRYING must do to avoid absurdity.  

 

If there is a successful argument for the conclusion that trying to act is inherently vicious, 

it remains to be seen. Until then, I claim that there is no harm in trying. 



17 

 

 

 

4. Theoretical payoffs 

 

Thus far, the majority of this paper has consisted in clearing away obstacles and objections 

to our recognition that it is good to try to act rightly. I have offered one positive argument: that 

this recognition is the needed in order to accommodate the intuitive praiseworthiness of agents 

like Gottlob, who try to act rightly and succeed fantastically, without getting the intuitively wrong 

result about those, like Anastasia, who succeed without trying.  

 

The importance of accommodating intuitions about cases should not be underestimated. 

As far as moral epistemology goes, consulting our intuitions about cases and then attempting to 

attain some kind of reflective equilibrium is pretty much the only game in town. Moreover, we 

do not have to imagine agents as morally outstanding as Gottlob to see that my view is a better 

fit with intuition than the alternatives. It is better in a wide range of cases. Here’s why: there are 

huge numbers of conceivable agents who try to act rightly, but do not succeed quite as well as 

Gottlob, as their moral beliefs get only part-way toward the truth (or they are somewhat akratic) 

with the result that some of their “realizer” motivations are directed toward the real right-making 

features, while others are not. But for every conceivable agent like this, there is another 

conceivable agent who has intrinsic motivations directed toward some, but not all, of the real 

right-making features – the very same features that are the objects of the first person’s realizer 

motivations. For example, suppose there are five right-making features. Then, for each agent who 

is trying to act rightly, has identified two of the five features, and has developed the 

corresponding realizer motivations, there will be another agent who is intrinsically motivated by 

these two features but not the others. In each such pair of cases, my view says that the two agents 

are equally praiseworthy. But my opponents distinguish between them, on grounds for which no 

satisfying reason has so far been provided. This means that their accounts yield the intuitively 

wrong result in far more cases than just than Burgers and Burgers 2; they are saddled with 

intuitively implausible verdicts about all agents who try to act rightly and even partially succeed. 

Even in more realistic cases than those I have discussed, acknowledging that trying to act rightly 

is good to helps us to give all agents credit for their moral successes – such as they are. 

 

While I think that these considerations are sufficiently compelling in and of themselves, it 

is worth briefly spelling out some other theoretical payoffs of recognizing that it is good to try to 

act rightly. So here is a quick survey of five interesting payoffs. 

 

4.1 Uncertainty and testimony 

 

Recognizing that it is good to try to act rightly can help us to make sense of much recent 

progress in the literature on moral uncertainty, especially on when it is appropriate for agents to 

defer to moral testimony. This topic has already been explored at length by Sliwa (2012, 2015), 

Enoch (2014), and Sepielli (forthcoming). I hereby defer to their testimony.   
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4.2 Kant (partially) rehabilitated 

 

My arguments go some way toward rehabilitation of an oft-lamented passage in Kant’s 

Groundwork. Kant claims that right actions have moral worth only if they are performed “for the 

sake of the law” (1997, p.3). This claim has proved quite unpopular (see e.g. Henson 1979, Herman 

1993). One line of complaint has been that Kant’s supposedly ideal moral agent, who acts for the 

sake of duty alone, in fact seems quite unappealing. Markovits’ challenge of “coldness” (§3.2) is 

put as a complaint against Kant on these grounds, and complaints of this sort are widespread.  

 

But acting for the sake of duty just is trying to act rightly. And I have defended the view 

that there is nothing wrong with trying to act rightly. So, if I am right, then Kant’s ideal agent is 

much less unappealing than others have claimed. Indeed, if I am right, then it is no less good to 

act for the sake of duty than is to act for the sake of that in virtue of which an action is one’s duty 

(i.e., the right-making features). My arguments in §2.3-5 and §3.1-3, which suggest that the main 

lines of argument against the goodness of trying to act rightly are all seriously misguided, can 

therefore serve as the beginning of a defense of one of Kant’s most contentious claims. 

 

4.3 A more plausible moral psychology 

 

My approach avoids a potential pitfall of the opposing views, which is that they assign 

the distinction between intrinsic and “realizer” motivations more normative weight than it can 

plausibly bear. This distinction is crucial for defenders of the Yoda view: it marks the difference 

between full praiseworthiness and none at all (§2.1). And for Smith, too, the distinction is crucial: 

it marks the difference between an executive virtue and a moral vice (§3). But for me, this matters 

much less. According to me, any motivation to perform acts with any right-making feature is just 

as praiseworthy, and just as virtuous, if it is intrinsic as if it derives from a belief that the feature 

is right-making and the motivation to act rightly. So whenever an agent is motivated by what she 

correctly regards as a real right-making feature, my opponents’ verdicts on her praiseworthiness 

will differ dramatically depending on whether her motivation is intrinsic or derivative, whereas 

my verdict will not change on that basis. 

 

 This is good for me, and bad for my opponents, since the distinction between intrinsic 

and “realizer” motivations is blurry – much blurrier than that between the intrinsic and the 

instrumental – and it is just not very plausible that it has such momentous normative significance. 

The more an agent is convinced that ψ-ing constitutes φ-ing, the more the question whether she is 

motivated to φ or to ψ on a given occasion is liable to seem ill-posed. For a runner, the question 

whether she is motivated to win or to cross the finish line before all the other runners is liable to seem 

ill-posed. For an astronomer, the question whether she is motivated to look at Venus or to look at 

Hesperus or to look at Phosphorus is liable to seem ill-posed. And for Gottlob, the question whether 

he is motivated to act rightly or to act in a way that maximizes value is similarly liable to seem ill-
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posed. When we believe that a certain feature of actions is right-making, it is often very difficult 

to tell by introspection whether we are motivated by it intrinsically or as a “realizer” of rightness. 

A considerable advantage of my view is that we need not settle these difficult questions in order 

to determine an agent’s praiseworthiness. 

 

4.4 Praiseworthiness and luck 

 

The view that it is good to try to act rightly is also a better fit than my opponents’ views 

with extremely widespread intuitions about the relationship between praiseworthiness and luck. 

In moral philosophy, in epistemology, and in political philosophy, it is often claimed that an agent 

is not praiseworthy for something that is merely a lucky coincidence. The jury is still out on what 

exactly it is for something to be a lucky coincidence. But one suggestion, inspired by a recent 

formulation of the popular “control theory” of luck, is this: a coincidence is lucky for an agent iff 

she did not deliberately bring it about (see Riggs 2014; for other formulations of the control theory, 

see Statman 1991, Zimmerman 1993, Greco 1995, Coffman 2006). And here is a plausible necessary 

condition for deliberate action: an agent φs deliberately only if she was trying to φ. 

  

On this approach, it can sometimes be mere luck that one’s motivations coincide with the 

right-making features of one’s actions. This is exactly what happens when an agent who was not 

trying to act rightly ends up acting rightly anyway – like the agents in Burgers 2 and Aardvark 

approval, and like Huckleberry Finn. This creates a problem for my opponents: they say that 

someone is praiseworthy for acting rightly only if she was not trying to do so, but our intuitions 

about luck say that she is praiseworthy for acting rightly only if she was trying to do so. We can’t 

have it both ways, otherwise no-one will ever be praiseworthy. (At least, no-one will ever be fully 

praiseworthy; their praiseworthiness will always be diminished, either by the inherent badness 

of trying to act rightly, or by the luckiness of acting rightly without trying, or by not having acted 

rightly). So, to all those who like the control theory of luck – and also to all those who prefer their 

theory of praiseworthiness not to be incompatible with credible theories of luck – I recommend 

the view that trying to act rightly augments, rather than diminishing, an agent’s praiseworthiness. 

If we’re going to say that not trying is bad, then we had better say that trying is good. 

 

4.5 Humility 

 

Here is a final suggestion, which I admit is both less clear and more contentious than the 

rest. I would like to suggest that we recognize that trying to act rightly is good in light of the facts 

that (a) nobody has good enough evidence to think that their motivations are currently directed 

toward all and only the right-making features, and (b) there is a kind of virtue in acknowledging 

that you might be mistaken.  

 

Consider an analogy with epistemology. Nobody has good enough evidence to think that 

they currently have all and only true beliefs. This makes it epistemically virtuous to be committed 

to believing the truth, whatever it turns out to be, and not just committed to believing whichever 
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things one currently takes to be true. An agent who was not committed to believing the truth de 

dicto would lack a certain epistemic virtue, even if she turned out to be intrinsically motivated to 

believe some propositions, which happened to be all and only the true propositions. Although 

this agent would be getting things right, there would still be something unacceptably hubristic 

about her proceeding as though it is inconceivable that she should be getting things wrong. No-

one has good enough evidence to think that they currently believe all and only true propositions 

– even if they do. The virtue that this agent lacks is what I will call the virtue of humility. 

 

I think that ethics is analogous to epistemology in this respect. Nobody has good enough 

evidence to think that their current intrinsic motivations are directed toward all and only the real 

right-making features. This makes it morally virtuous to be committed to performing the actions 

with the right-making features, whatever they turn out to be, and not just committed to performing 

actions with the features by which one is currently intrinsically motivated. Someone who lacked 

this commitment would lack a certain moral virtue, even if it turned out that – like Friedrich – 

she was intrinsically motivated to perform actions with some features, which turned out to be all 

and only the real right-making features. Again, no-one has good enough evidence to think that 

they are in this position, even if they are. The virtue that this agent lacks is also a kind of humility. 

It is the kind of humility that is exhibited by agents who sincerely attempt to figure out what it is 

to possess the property RIGHT, and to alter their motivations accordingly. In other words, it is the 

kind of humility exhibited by agents who try to act rightly. 

 

 

5. Conclusion 

 

I have argued that agents deserve praise for trying to act rightly, and not only for trying 

to perform actions with the features that are in fact right-making (whatever these turn out to be). 

I have suggested that anyone who denies this is committed to implausibly harsh verdicts about 

agents who try to act rightly and succeed in doing so, while my view has no more trouble than 

its most prominent alternative in accommodating our intuitions about agents who try and fail. I 

have also argued that there is no reason to regard trying to act rightly as inherently objectionable. 

Though some philosophers report the intuition that it is, their preference for intrinsic over derived 

motivations clearly does not generalize, and they have offered no good reason to think that this 

preference is particularly apt for beliefs and motivations that invoke the property RIGHT. Lastly, 

I have noted that recognizing that it is good to try to act rightly can help us to make progress in 

our theorizing about moral uncertainty and moral testimony, about the Kantian “motive of duty” 

thesis, about our taxonomy of conative states, about praiseworthiness and luck, and about the 

value of humility, as well as generating more plausible first-order moral verdicts. 

 

Perhaps I have failed to convince the reader. But at least I tried. 
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Subjectivity in Thought and Talk

Daniel Drucker

My dissertation will explore the nature of subjective claims, thoughts,
and properties, and how we know them. Subjectivity is interesting in its own
right, because some of the most peculiar and hard-to-place claims and prop-
erties are subjective, and for the philosophical and linguistic innovations it
seems to force on us. I’ll elaborate on that more below, but first, because
‘subjective’ is said in many ways, I’ll offer a list of examples to help fix on the
idea, and then a more explicit definition I arrive at in the first chapter.

Here’s a list of good candidates for subjective properties.

Personal taste properties
Tastiness Fillingness Malodorousness Sonority
Funniness Appealingness Coolness Sexiness

Secondary qualities
Redness Loudness Softness Roughness
Colorlessness Spiciness Odorlessness Sweet-smellingness

Aesthetic properties
Beauty Daintiness Elegance Balancedness
Vividity Delicacy Garishness Handsomeness

“Response-dispositional” (or “fitting”) properties
Boringness Disgustingness Scariness Banality
Trustworthiness Interestingness Plausibility Importance

This list is a good start, though some of these will turn out to not to be sub-
jective, in my sense; in fact, the entire category of secondary qualities will
turn out not to be. The list still helps for homing in on the relevant sense

Thanks so much Sarah, Eric, and Brian for earlier comments that hugely informed how
I’m writing and thinking about these things.
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of ‘subjective’, and for extracting certain theoretical roles we would want the
properties to play.

1 A Fairly Minimal Characterization

One issue that looms large in any such discussion is how to give an explication
of subjectivity that doesn’t itself beg too many important questions, e.g., that
of realism, relativism, or infallibility. This might be a “minimal theory”,1 or it
might be somewhat more committal. At the same time, I’m wary of making
it a sociological category. Even if it was true that such properties are ones
people tend not to debate about for too long, or tend not to be the ones
studied by the mature sciences, neither adequately gets to the heart of the
phenomenon, since these facts themselves are to be explained once we have
a good sense of the subjective.2 That said, that we should be able to explain
these facts constrains what sort of sense we give ‘subjective’.

Another constraint is that the subjective somehow involves people’s at-
titudes. So, for example, Wiggins (1995, pp. 244–5)’s offers the following
explication of the subjective:

A subject matter is subjective if it pertains to/arises from the
states, responses (etc.) of conscious subjects and if questions
about this subject matter are answerable to a standard that is
founded in these states, responses (etc.) of subjects: or (where
there is no question of identifying a standard at all) if questions
about this subject matter are answerable only to these states, re-
sponses etc.

This is on the right track, but not at all minimal. The attitudes might work
like detectors of properties, rather than somehow set standards for those prop-
erties. This is the view of, e.g., Johnston (2001). A normative characterization
like Wiggins’s therefore begs too many questions. Similarly, we cannot start
with any sort of “ontological” criteria that, e.g., require that the properties not
exist without the attitudes, or are “generated” by the attitudes. These sorts
of views might of course be correct as to the nature of subjective properties,
but we should not start with them or make them true by fiat.

1 See Greenough (2003) for that notion.
2 Once more, Greenough (2003) is instructive. See his discussion of seeming sorites suscep-

tibility on pp. 243–244.
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One might suspect that here, as elsewhere, an epistemic characterization
can provide the required common ground. I think that’s right, but the right
way to proceed isn’t immediately obvious. For example, you might say that ‘F ’
stands for a subjective property iff there are “faultless disagreements” involv-
ing two parties, one believing the content of ‘x is F ’, the other believing the
content of ‘x is not F ’.3 Unfortunately, the characterization this idea gener-
ates can hardly be called minimal. Right now, even the existence of faultless
disagreements is controversial. Here’s an argument that has so far structured
the debate: first, p ∨ ¬p. Suppose p. Then the ¬p party believes something
false. Believing something false is a mistake. Second, suppose ¬p. Then the
p party believes something false, a mistake. So, either way, one party makes a
mistake. So there are no faultless disagreements.4 Of course, fans of faultless
disagreement will reject one of the premises, but because so many will not,
this characterization is too committal.

The first substantive chapter of the dissertation (“A Defense and Explo-
ration of Neo-Stoicism”), which explores the epistemology of the attitudes
connected with subjective predicates and properties, provides the resources
we need for this sort of characterization. In that chapter, I defend a view I
call soft neo-Stoicism. In general, soft neo-Stoicism about M is the view that
no attitude of type M is rationally required, in a sense of ‘rational’ familiar
from, e.g., Gibbard (1990).5 By considering what kinds of attitudes a thor-
oughgoing Stoic could rationally eliminate, I come to roughly the view that
the only rationally required attitudes are those necessary to follow normal de-
cision procedures, such as Savage’s. That is, one will need to retain beliefs (or
credences), desires (or preferences), and perhaps intentions and some other,
similar attitudes in order to act well by the lights of the correct decision the-
ory. No other type of attitude is rationally required, with a few potential
exceptions.6 I call the attitudes that are never rationally required, except for

3 This is one of the canonical marks of one sort of subjectivity, according to Kennedy (forth-
coming). See also Richard (2008). The notion goes back at least as far as Williams (1973).

4 See Wright (2001) and Kölbel (2004).
5 A quick but rough way to get to this sense of ‘rational’ is through the phrase ‘makes sense’,

which carries “a kind of direct and flavorless endorsement, taken from the point of view of the
person whose acts or feelings are being assessed” (7). For more on this sense, see the attached
chapter.

6 Perhaps remaining enkratic is a requirement of rationality. Then, if someone believes
they are rationally required to have an attitude, then they are rationally required to, at least if
enkrasia is a narrow-scope norm. The other exception has to do with means-end coherence. For
discussion, see Broome (2013).
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those potential exceptions, essentially optional.
This distinction allows us to give an interesting characterization of the

concept subjective. Suppose, following Johnston (2001), that for a large
range of evaluative predicates, “the utterly determinate versions of such deter-
minables as the beautiful, the charming, the erotic (in the narrower sense),
the banal, the sublime, the horrific and the plain old appealing and the repel-
lent [...] would be inaccessible to beings without an appropriate sensibility”.
By that he means that, without experiencing the relevant affects, one is “ig-
norant of the relevant values”.7 He seems to mean that one would lack even
the concepts involved, but it might simply be that our judgments of what
exemplifies these qualities will be unjustified. The minimal thesis is that,
for a certain class F of predicates, without having the right affect, we can-
not make justified judgments that apply those predicates. To be justified in
thinking that, say, an apple is a certain kind of appealing, one has to feel the
appeal of the apple. Even this ought to be qualified. The version I accept in
the paper is this: original justification for applying these kinds of predicates
must come from affective engagement with the objects. By ‘original’ I mean
justification whose basis is neither testimony, nor induction, nor abduction,
nor justification by analogy. That list is not exhaustive, I’m sure, but hope-
fully you have a sense of the kind of justification I have in mind; I can’t at
present give necessary and sufficient conditions.

It follows from this premise and soft neo-Stoicism that an agent who has
not had an affective engagement that would justify a belief in p (where jus-
tification for believing p requires some such engagement) is not rationally
required to believe that p.8 Specifically, suppose an agent S is not in a case
involving enkrasia or means-end coherence. Then, where p is an ascription of
F -ness to some object, where ‘F ’ ∈ F , S is not rationally required to believe
that p. It is an empirically optional proposition, by which I mean a proposi-

7 pp. 182–3.
8 Here’s the argument for that in a little detail. Let ‘JS(ϕ)’ mean ‘S is justified in believingϕ’,

‘O(ϕ)’ mean ‘It ought (rationally) to be thatϕ’, ‘A’ mean ‘S has the relevant affective attitude’, and
‘BS(ϕ)’ mean ‘S believes that ϕ’. Suppose (i) O(BS(p) → JS(p)) and (ii) □(JS(p) → A). (i)
just says that you should believe something only if you’re justified in believing it, and (ii) encodes
the insight from Johnston. You might worry about the necessitation of (ii); but it’s innocuous,
since we’re not interested in worlds where one can obtain justification with other methods, say,
telepathy. From (i) and (ii) we get (iii) O(BS(p) → A). Next, suppose (iv) that ¬O(A), which
is a formalization of soft neo-Stoicism. By (iv), we get that there’s a world w that’s rationally
accessible from @ such that ¬A. Since by (iii), every world rationally accessible from @ is such
that BS(p) → A. By modus tollens, ‘¬BS(p)’ is true at w. But then there’s a world rationally
accessible from @ such that ¬BS(p), so ¬O(BS(p)).
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tion which no one is rationally required to believe who has only observed a
situation with her five senses, having obtained no other relevant justification
(e.g., testimony, etc.), but which someone with the relevant affect is rationally
required to believe.

With the notion of empirically optional propositions in hand, we can de-
fine up other important notions. Say that a proposition is subjective iff it is
empirically  optional. A sentence in context is subjective iff it expresses a
subjective proposition.9 An utterance is subjective iff it expresses a subjec-
tive sentence. A property F is subjective iff any simple judgment that x is
F is empirically optional, and a predicate ‘F ’ is subjective iff ‘F ’ stands for a
subjective property.

This characterization allows for natural explanations of a lot of features of
the subjective. First, it can help explain why arguments over subjective claims
seem to be wastes of time. Second, it can give a precise sense in which dis-
putes about taste can be faultless, since neither side need be violating a ratio-
nal requirement. Third, it can help explain the failure of Reflection, even
in cases of credence in straightforward propositions.10 Fourth, it can help ex-
plain why communities can rationally differ in their subjective judgments. And
finally, it can help discipline the debate over realism about subjective prop-
erties. What it comes down to is this: do we think our affective engagement
with objects is a way of getting at the way the world really is, as much as we
think that of empirical engagement? As of now, I’m not at all sure about how
to answer that question, but I do think the formulation is some progress.

This conception is fruitful, then; it generates a lot of promising explana-
tions. It’s the sense of ‘subjective’ that I assume in the rest of the dissertation.

2 Pragmatics of the Subjective

I hope to leverage the work just described into a pragmatic theory of subjec-
tive predicates that allows us to resist saying anything interesting about their
semantics. Since that amounts to using philosophy to argue against claims

9 Importantly, I don’t think the syntax of a sentence will completely determine whether it
counts as empirically optional, even knowing whether the parts are. See the chapter for more
on why.

10 This issue has become somewhat important recently; see Ross and Schroeder (2013) and
Spencer (forthcoming). Note that this is distinct from explaining why Reflection doesn’t seem
to apply to attitudes besides belief (credence) and possibly desire (preference); my paper also uses
neo-Stoicism to do that, but the issues are somewhat different.
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in semantics, I reject Lasersohn (forthcoming)’s view that the semantics of
these terms can be done in isolation from what makes them philosophically
interesting.

2.1 The Role of Judgment

The core of my proposal is a theory of judgment, a speech act distinct in cer-
tain ways from assertion. In another chapter (tentatively called “A Theory of
Judgment”), I try to show how there are strong linguistic and philosophical
reasons to recognize this kind of speech act. Here I’ll briefly mention each,
though since I’m currently in the process of writing this chapter, some of
what I say might be more optimistic than is ultimately warranted.

I’ll start with the linguistic motivations. Consider the following pair:

(1) a. Ex Machina is a very good movie.

b. Ex Machina is such a good movie.

Intuitively, the truth conditions of (1a) and (1b) are the same. On Kennedy
(1997, 2007)’s analysis, (1a) is true iff the degree of Ex Machina’s goodness (of a
kind relevant to films) exceeds some contextually set standard. A paraphrase:
Ex Machina stands out in its context with respect to its goodness as a film.
(1b), it seems to me, has the same truth conditions: it’s true just in case Ex
Machina stands out in its context with respect to its goodness as a film.

Yet the intensifiers ‘very’ and ‘such’ have different distributions (when ad-
justed for their straightforward syntactic differences).11 For example, ‘very’
embeds felicitously under ‘apparently’, whereas ‘such’ does not:

(2) a. Apparently, Ex Machina is a very good movie.

b. ??Apparently, Ex Machina is such a good movie.12

For the next examples, imagine a context in which the speaker has seen Ex
Machina.

11 The intensifier ‘so’ behaves similarly to ‘such’, but potentially less markedly and robustly.
In the chapter, I’ll discuss ‘so’ more than I will here.

12 There are acceptable quotational uses of (2b) I wish to set aside. So, if the speaker has a
friend who said “Ex Machina is such a good movie”, our speaker can utter (2b). But suppose the
speaker’s only evidence is the box office returns and general hype surrounding the movie. Then
(2b) is infelicitous. Another use I want to ignore is anaphoric on qualities, e.g., “I want to see a
good movie made in Germany in the 1920s. Apparently, M is such a good movie”.
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(3) a. Ex Machina might be a very good film.

b. ??Ex Machina might be such a good film.

(4) a. Ex Machina must be a very good film.

b. ??Ex Machina must be such a good film.

The (b) utterances are distinctly odd, but the (a) utterances can be made ac-
ceptable, e.g., if the speaker has seen the film and is not yet sure of whether
they themselves liked it, but variously suspect and believe that the vast ma-
jority of expert critics would or do like it. The (b) examples are not felicitous
in that type of context.

Some examples require the speaker to have engaged in some way with the
object of the predication. So, compare the following two utterances:

(5) a. The AP Physics C exam is a very hard test.

b. The AP Physics C exam is such a hard test.

The speaker in (5a) need not have taken or even be familiar with the exam;
her utterance is felicitous if, e.g., it is simply generally known that the exam is
difficult, without the speaker’s knowing in what ways. That’s not so for (5b).
A speaker who says that speaks infelicitously unless she is at least familiar
with the exam, best of all by taking it.

I think the data are fairly robust, but I admit I can sometimes get the
mostly odd-sounding readings. All I need, though, is that there are many con-
texts in which the ‘very’ version sounds fine, and the ‘such a’ version sounds
bad. Suppose we have sentences of the form ‘x is a(n) very F G’ and ‘x is
such a(n) F G’. If the contributions to the truth conditions of those sen-
tences of ‘very’ and ‘such’ are the same, what accounts for the differences in
acceptability?

I claim that ‘such’ somehow conventionally encourages a reading of the
relevant utterances as constituting judgments. The most important thing is
that a judgment requires original justification.13 This accounts for the differ-
ence between (5a) and (5b). I think it will also ultimately account for the rest
of the differences, but I don’t want to go into that in too much detail here.
And a full theory of judgment will say more about what I mean for a word

13 Recall that by that I mean, roughly, non-testimonial and non-inductive justification.
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to “encourage” an interpretation as a judgment. I think that this is accom-
plished by something conventional about ‘such’, but again, I won’t go into
the full theory here. One related thing I will briefly mention is that judg-
ment seems to have a performative verb, like ‘assert’, ‘ask’, etc.: ‘find’. (And
‘judge’.) Thus, consider:

(6) I find that dogs bark.

(6) is acceptable if one has come to believe that dogs bark because of experi-
ence with dogs, and not because of of testimonial evidence or their similarity
to wolves. The literature on ‘find’ is interesting and rather large now.14 I
think the performative analysis of ‘find’ can account for all or nearly all of
what makes ‘find’ interesting.

With judgments in hand, I think we can make progress on a number of
problems in linguistics and philosophy. Take, for example, the problem of
“acquaintance inferences”:15

(7) Ratatouille tastes bad.

In many contexts, someone who utters (7) without having tasted ratatouille
is supposed to have made some kind of error. Characterizing just which con-
texts those are is hard, but hopefully you share the sense that this is true of
many contexts, in addition to relatively incompletely described ones.

Without positing anything revisionary about the semantics of ‘tastes bad’,
I think we can account for the infelicity. I think the contexts in which (7)
sounds bad without the speaker having tasted ratatouille also encourage in-
terpretations of (7) as judgments.

Similar puzzles arise in the literature on aesthetic and moral testimony.16

Again, though I won’t go into the details here, I think my account of judg-
ment has the ability to dissolve some of the apparent problems.

Perhaps most importantly for the theme of this dissertation, I’ll look in
detail at the difference between assertion and judgment. On my view, some-
times when one judges one also asserts—but not always. Judgment is in one
respect more demanding than assertion, in that assertion does not require

14 See, a.o., Stephenson (2007), Sæbø (2009), Kennedy (forthcoming).
15 See, e.g., Ninan (2014) and Pearson (2013) for recent treatments of the problem.
16 For the former, see, a.o., Tormey (1971), Hopkins (2011), and Meskin (2004). For the latter,

see, a.o., McGrath (2009, 2011), Hills (2009), and Sliwa (2012).
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that the speaker have original justification for what’s asserted. But in other
respects, judgment seems less stringent. Consider this contrast:

(8) A: Goldbach’s conjecture is true.

B: How do you know that?

(9) A: Ratatouille tastes bad.

B: ???How do you know that?17

‘How do you know that?’ is a standard way to challenge an assertion. This
might be because the knowledge is a, or the, norm of assertion, or it might not
be.18 If it’s inappropriate for B to ask that question in (9), and A’s assertion
is naturally heard as a judgment and not also as an assertion, then we have
reason to think that A did not have to know what she judged in order to
properly judge it.

Another possible interpretation is that with pure judgments one need not
be able to articulate how one knows what one has judged.19 That interpreta-
tion is made less plausible by the following consideration. In addition to the
method in (8), we can also challenge assertions by asking whether someone
knows something:

(10) A. Goldbach’s conjecture is true.

B: Do you know that?

B indicates there that she hasn’t yet decided to accept A’s assertion, because
she hasn’t yet decided to believe that A knows that Goldbach’s conjecture
is true—it’s why he requested the information. So, B politely challenges A’s
assertion by looking for reason to believe that A actually knows what she
claimed. But notice that B isn’t looking for A to articulate how A came to
know that Goldbach’s conjecture is true; rather, she is looking for reason to
think that A knows that Goldbach’s conjecture is true. Now, consider:

(11) A: Ratatouille tastes bad.

B: ???Do you know that?20

17 I’m ignoring cases where B asks this because she doubts that A has tasted ratatouille before.
18 See, a.o., Unger (1975, p. 250–65) and Williamson (2000, p. 252).
19 And if neither of these is true, perhaps we have a different kind of counterexample to the

knowledge norm of assertion. I don’t favor this interpretation, though I used to.
20 The same condition mentioned in fn. 16 holds here.
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So, I claim, A’s ability to articulate how she’s come to know what she’s judged
is irrelevant. That’s why I prefer thinking that judgment is less demanding in
this respect: certain knowledge-based challenges are inappropriate.

The view I’ve been advocating comes to this: (pure) judgment is demand-
ing in requiring a specific kind of justification, whereas (pure) assertion is
more demanding in requiring a certain kind of high epistemic status beyond
justification. This is interesting in its own right, but it also plays a key role in
certain debates.

MacFarlane (2014) claims that most people recoil from objectivism about
predicates of personal taste because “if ‘tasty,’ like ‘red,’ expresses an objective
property of things, then our ordinary methods for deciding which things to
call ‘tasty’ are radically defective.” Which methods? “To a pretty good first
approximation, we call a food ‘tasty’ when we find its taste pleasing, and ‘not
tasty’ when we do not.” He codifies that claim in the following thesis:

TP. If you know first-hand how something tastes, call it ‘tasty’ just in case
its flavor is pleasing to you, and ‘not tasty’ just in case its flavor is not
pleasing to you.

I don’t think TP is unrestrictedly correct. Bracket that, though, since I think
MacFarlane is largely right as to when people tend to make various sorts of
taste judgments.

Suppose that (possibly in absence of defeaters) one is justified in believing
some F -type claim21 is true just when one has the relevant sort of affective
engagement with the relevant object. Then, in the normal case, that affec-
tive engagement will provide original justification for believing the claim, and
that in general will license that judgment. Supposing that judgments of taste
belong to this category, MacFarlane’s argument doesn’t work against objec-
tivism: we would expect this pattern of judgment even if objectivism were true.

Finally, Lackey (2011) gives an argument against the sufficiency of the
knowledge as a norm of assertion (KNA-S) by appeal to cases involving places
where the acquaintance inference misleads. If my theory is right, KNA-S re-
mains unharmed, since the people in those cases are being taken to inappro-
priately judge, not to inappropriately assert.

So, in this chapter, I develop a theory of the speech act I call judgment,
show how it’s linguistically necessary, and put it to work in solving a number

21 Recall the term from §1.
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of difficult philosophical puzzles.

2.2 Pragmatic Expressivism

In its rather short philosophical lifespan, expressivism has been interpreted in
a lot of conflicting ways. On one extreme, it has been interpreted as providing
semantic values in terms of attitudes;22 on the other, it has to do with impli-
catures concerning various kinds of attitudes.23 In this (not entirely planned)
chapter, I want to advocate for a version of pragmatic expressivism, and also
for both its ubiquity and helpfulness in solving some philosophical puzzles.

I think the positive uses of a number of expressions generate expectations
that the agent has or has had a particular attitude. But rather than just positing
those conditions, for example as sincerity conditions, I would like to give a
general recipe for deriving them, showing when they are and when they are
not in force, using resources I’ve already appealed to, as well as others in
general circulation from formal pragmatics. This leads to a kind of general
judgment internalism, not unlike that posited in ethics for the positive use of
ethical terms.24

In addition to many expressions corresponding to the properties I men-
tioned at the beginning of this prospectus, I also hope to look at epistemic
‘might’ and ‘must’ in order to display the idea’s explanatory capabilities. For
example, I think some odd features can be explained by a requirement on
felicitous utterances of ‘must ϕ’ that the speaker trust that ϕ, for example
its alleged weakness and evidentiality.25 The plausibility of this proposal will
depend in part on an analysis of trust as a propositional attitude, which is sur-
prisingly (but not wholly) underexplored.26 A nearby propositional attitude
that has been analyzed recently is propositional faith; I’ll look at some of the
similarities and differences.27

That, at least, is the bird’s-eye view of the chapter, but once again, I have
not yet pursued enough of the details to be sure of its ultimate success.

22 See, possibly, Schroeder (2010) and perhaps expressivists about epistemic modals?
23 See, e.g., Fletcher (2014) and other papers in that collection.
24 For one prominent example, see Smith (1994).
25 See Karttunen (1972), Kratzer (1991), von Fintel and Gillies (2010), and Lassiter (2014).
26 Other sorts of trust have received sensitive and plausible analyses. The classic source is

Baier (1986). See also Holton (1994).
27 See Buchak (2012).
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3 Semantics of the Subjective

In §2, I attempted to eliminate a number of puzzles about the way subjec-
tive expressions work in language. My hope is that that clears the way for
the simplest possible objectivist semantics for subjective terms. The guid-
ing intuition is that there’s nothing special about the meanings of subjective
expressions; we just use them differently.

One thing specifically to explain is the so-called “bound” readings:

(12) All the kids got something tasty.

The intuition here is that all the kids got something tasty to each kid. To me,
the interesting thing to discuss is the ‘to’ and not the ‘tasty’, and so to a large
degree, this chapter will analyze how ‘to’ adjuncts work, an issue I think is
still quite open.28

I think, rather, that the ‘to’ data pushes against contextualism. Consider
the following type of sentence:

(13) If I had been raised in Australia, vegemite would be tasty.

To count (13) true, the contextualist has to say that the counterfactual condi-
tional is a monstrous operator.29 The standards would have to shift to what
would be the speaker’s standards, rather than what are. Some people have
argued that there are monsters,30 and but even those who think that condi-
tionals are sometimes monsters stress that this seems true only of indicatives,
not counterfactuals.31

The data come out very smoothly if you do posit an hidden ‘to me’ in (13),
but instead treat the consequent as close to ‘I would find vegemite tasty’. And
it’s also easy to see how the analysis of (12) would go: all the kids got something
they found tasty.32 This proposal is also better able to accommodate utterances
like:

(14) I know it’s tasty, but it’s not tasty to me right now, because I’m too
depressed to enjoy anything.

28 Even calling them adjuncts is a bit controversial. See Schaffer (2011) for an extended dis-
cussion of examples like (12), and an attack on the idea that ‘to’ phrases are adjuncts.

29 Thanks especially to Eric here.
30 See, e.g., Schlenker (2003).
31 See Santorio (2012).
32 Switching from ‘believe’ to ‘find’, as I do here, is important to avoid some of Richard

(2008)’s objections to cousins of this proposal.
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For most theories on the market, (14) should sound contradictory; its felicity
is a big advantage of objectivism. Of course, there will be a lot more to say
here; I’ll have to defend the idea in much more detail, and consider responses
to those objections.

4 Conclusion

There are some other related projects I might describe, for example how
testimony works with the subjective (or just more on justification in general),
but my aim is to do what I’ve planned here first. Work in the last decade has
made this an especially fortunate time to work on the subjective, since there
is so much more data to work with, and logical space has been mapped more
thoroughly and with more open-mindedness than before. My proposals are
in large measure conservative: mostly what I’m trying to do is to dissolve
apparent problems that have arisen from neglect of resources that I think we
have. But the problems are important, and I think the resources are, too.
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A Defense and Exploration of
Neo-Stoicism

Daniel Drucker

Call hard neo-Stoicism about attitudes of type M the view that no atti-
tude of type M is rationally permitted. Call soft neo-Stoicism about M the
view that no attitude of type M is rationally required. I will defend a moder-
ately qualified version of soft neo-Stoicism about every attitude except full or
partial belief, preference, and what, following Lewis (1988), I will call cool atti-
tudes. This view has interesting consequences for the scope of Reflection-
like principles, and for issues surrounding so-called “subjective” properties.
In particular, since the rationality of subjective belief often depends strongly
on what non-doxastic attitudes one has, my thesis, though not itself about
belief, places strong limits on what subjective beliefs we are rationally re-
quired to have. In turn, this offers a new sense in which lack of agreement
on subjective matters can be faultless.

Before getting to the argument, I want to make a terminological stipu-
lation. Some philosophers use ‘rational’ in a narrow sense, to do only with
structural features of combinations of attitudes.1 I’m using it in the wider
sense familiar from epistemology when people ask, e.g., whether there is a
unique rational response to a given body of evidence.2 This use isn’t local to
epistemology, since we also evaluate the rationality of emotional responses
to situations. It’s rational to be angry at someone for stealing your car, and
it’s rational for an interested novice at chess to admire Bobby Fischer’s skill
at chess. It’s irrational to be angry at someone for borrowing a pen, and it’s
irrational for an interested novice to admire my skill at chess.3

Draft of October 18, 2015. Thanks to Sara Aronowitz, Anna Edmonds, Jim Joyce, Jeremy
Lent, Sarah Moss, Steve Schaus, Eric Swanson, Damian Wassel, and Brian Weatherson for in-
credibly helpful discussion.

1 See, e.g., Scanlon (1998), Reisner (2013), and Worsnip (forthcoming).
2 See Greco and Hedden (forthcoming) for discussion.
3 At least in “normal” circumstances.
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This irrationality does not reduce to inconsistency in belief.4 Even on a
view like Nussbaum (2004)’s, where emotions are evaluative beliefs, one need
not have any beliefs that are inconsistent with my anger at your borrowing
my pen. For example, the person does not have to think that someone’s bor-
rowing their pen is insignificant in order for their anger to be irrational. This
is similar to the epistemic: if after seeing a large number of white swans, and
no non-white swans, I end up with a lower credence that the next swan will
be white, I am irrational, even if my beliefs are consistent.

The sense of ‘rational’ I’m after does not mean ‘practically successful’, ei-
ther. A person might have great responses to their evidential situation but be
punished for their accuracy, as in an anti-scientific community. Their beliefs
are not irrational. Similarly, imagine a parent overwhelmed by grief for their
dead child. They would succeed at more of their projects if they never felt
the grief, or felt it for a very short time, but the attitude is not irrational.

Another phrase that gets at what I mean is the evaluative sense of ‘makes
sense’. When we say that a response “makes sense”, we offer a kind of ap-
proval of the response; we don’t just understand how (causally) a response
occurred, but in what sense it was appropriate, even if that response is not
or would not be our own. A given response to evidence, or a given feeling, is
rational when it makes sense.5 Hopefully the sense I have in mind is clear,
at least enough to permit the sorting of examples. Soft neo-Stoicism about
a type of attitude is the view that there are no circumstances where an at-
titude of that type is rationally required, and that’s roughly what I’ll defend
and explore.

1 The Simple Argument

My strategy for arguing for soft neo-Stoicism will be, first, to present a very
simple and intuitive argument for it, and then to show that the thesis can do
a lot of philosophical work, too. But the simple argument is too simple; it
will have to be modified in various ways, which will then give us the qualified
neo-Stoicism that I prefer.

Imagine a dedicated Stoic, or at least a caricature of a dedicated Stoic.
After reading Seneca, Epictetus, Aurelius, and others, she decides that emo-

4 Thanks to Anna Edmonds for pressing me to say more about this.
5 For this usage, see Gibbard (1990).
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tions are one of the main causes of misfortune, and that life would go better
for each of us if we were to discard them. She might think, for example, that it
is because of anger or hatred that we are able to do harm to others knowingly
and intentionally. One by one, she sees, or thinks she sees, good reasons to
eliminate this or that emotional response. And, through strict training, she
eventually comes to live a life without, or mostly without, emotion. This
might not be possible for a human, but I’ll ignore that for now. My big claim
is that, whatever criticism we make of the Stoic’s rejection of emotions, it
will not be that she is irrational. She might be cold, callous, or dull; but she is
not violating any rational requirements. In fact, she seems like a certain kind
of paragon of rationality.

So, there are no circumstances she can be in where the rationally required
response is to have a certain emotion. But nothing in particular was said
about her circumstances—she might be in any, compatible with her thinking
she ought to discard her emotions. So, there are no circumstances that ratio-
nally require a particular emotional response of her. Moreover, the Stoic isn’t
special; what is rationally required of her is just what is rationally required of
anyone. So, no one faces any circumstances where an emotional response is
rationally required. That is, soft neo-Stoicism about the emotions is true.

As a matter of fact, the Stoics avoided emotion. But they might have
avoided other kinds of mental state, too. They might have avoided a kind of
sensorial attachment to the world. For example, they might have tried avoid-
ing being discriminating about taste, finding some things tasty. Similarly,
they might have avoided being disgusted by things. In fact, they might have
tried to avoid all kinds of affective attachment to the world, though, again, it
is doubtful that any human could succeed in this. Suppose they did, though,
or, more realistically, suppose some succeed at affective detachment for some
things, and others for others, covering all possible modes of affective detach-
ment. Again, it doesn’t seem like any just criticism will involve charges of
irrationality. They are missing out on something, perhaps, but they are not
irrational. Following the reasoning of the above paragraph, soft neo-Stoicism
about all varieties of affective engagement is true.

Of course, there are some attitudes it would be irrational for a Stoic not
to have. The Stoic will still act, at least in a broad sense of ‘act’. So she needs
the minimal apparatus for intelligent action. That is, she needs at least some
mental states that are the minimal components of good decision-making.
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This will at least involve some doxastic states and some desiderative states.
They might be full belief and desire, as a kind of neo-Humeanism might have
it. Or they might be credences and preferences, as Savage-style decision the-
ory would require. We might also expect that other, separate attitudes are
required, for example intention, at least if Bratman is right.6

Wouldn’t the Stoic want to avoid desire, though? Desire is, after all, of
a piece with the emotions in certain respects, for example in its ability to
distract us. In a sense, this is right, and the Stoic might try to avoid desire,
but only a certain kind. Take Lewis (1988)’s case of Meane and Neiss: the
latter is your friend, who, while good at philosophy in areas your department
requires, is less good than Meane, who’s a bit of a jerk. You don’t want to vote
for Meane instead of Neiss, but you do vote for them—or, better, as Lewis
says, you have no warm desire to vote for Meane, but you really do still want
to.7 Cool desires, as I understand them, are those mental states that are not
warm that combine with beliefs (in the way characteristic of desires) to form
actions, regardless of whether they have a particular feel. Warm desires, by
contrast, are phenomenologically rich, and are only a subset of the desires
that guide our action. Another way of putting that is that we would still have
the desires necessary to produce action if we had no warm desires. But a
person couldn’t act without some desires. So, again by the same reasoning as
before, if some desires are rationally required, they will be cool desires.

We can make the warm/cool distinction with other mental states, too.
Take fear. Consider what sort of attitude the following expresses:

(1) I’m afraid that a Republican will win the 2016 Presidential election.

Most people who sincerely say (1) won’t have sweaty palms or racing pulses,
or their phenomenological concomitants. This contrasts with the following:

(2) I’m terrified of that spider over there.

The attitude expressed by (1) seems to have to do with the expectation (not
necessarily propositionally articulated) of a significant loss of utility com-
pared with possible alternatives. That seems to be the core of the two kinds
of fear. Compare, e.g., Aristotle’s definition of ‘fear’ [‘phobos’]: “some pain or

6 See, e.g., Bratman (2000).
7 Schiffer (1976) gives a related, maybe equivalent distinction between desires that provide

reasons to φ and desires that respond to reasons to φ. I’m working with Lewis’s distinction,
though I think Schiffer’s is also relevant.
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disturbance caused by a representation [phantasia] of a future painful or de-
structive evil”.8 That seems clearly to be targeted at warm fear. I don’t want
to take any stand on what exactly is different between the kinds of fear. I
just want to make a simple point that will be important later: we would ex-
pect anyone guided by the their (cool) desires or preferences to have the thin
sort of fear, expressed by utterances like (1); this is not true of the attitude
expressed by (2), or of the attitude marked out by Aristotle’s definition. I’ll
call this thin sort of fear cool fear, because it has no specific canonical phe-
nomenology. There would be no reason for the Stoic engaged in intelligent
action to avoid it. Similar remarks also apply to fear’s mirror image, hope;
cool hope would arise from the expectation of significant gains in utility.

There might be other cool mental states that the Stoic interested in intel-
ligent action would not, or perhaps could not, avoid, but I won’t go through
them. My claim is just that the argument that I gave for soft neo-Stoicism
doesn’t apply to belief (or credence), cool desire (or preference), or the other
cool mental states like fear and hope. The divide seems to be this. There are
some mental states that we would expect any person who acted intelligently
to have, either because the correct decision rules demanded them, or because
they are necessary ingredients in the production of any sort of action. Other
mental states play no necessary role in the production of intelligent action.
Call those the essentially optional mental states. The view that I have argued
for is neo-Stoicism about the essentially optional mental states: there are no circum-
stances in which a person is required to be in an essentially optional mental
state. That is, though a person might be rationally required to have a particu-
lar belief, or cool desire or fear, she will never be required to have a particular
warm desire, or warm fear, or to be angry, say. The Stoic option is always
rationally permissible.

I’m convinced that the right dividing line is between the essentially op-
tional mental states and the, well, essential ones. We can be rationally re-
quired to have non-doxastic attitudes. So, for example, I think it is irrational
to believe that x is the unique all-things-considered best of your alternatives,
but not to prefer x to your other alternatives. So, some preferences are ra-
tionally required of you in certain circumstances, and not just as a result of
enkrasia or means-end coherence. These preferences are definitely not be-
liefs.

8 Rhetoric, Bk. II, Ch. V. The translation is my own.
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Though the preceding argument is mostly right, I think, it does require
some qualification. Some people might not themselves accept any kind of
neo-Stoicism; they would think in certain circumstances, certain essentially
optional attitudes, such as anger, are rationally required. They might have
the view, for example, that if a person thinks that another has wronged them
very badly and very unjustly, then the first person is rationally required to be
angry with the second. Imagine that such a person finds themselves in those
circumstances, realizes it, and thinks they are rationally required to be angry.
Are they rationally required to be angry?

This situation raises tricky questions about akrasia. I follow a long tradi-
tion in thinking that akrasia is in general irrational, since it is a way of doing
less well than one can by one’s very own lights. Of course, it sometimes hap-
pens that by being akratic, one in fact ends up doing better, though not by
one’s own lights.9 That might be true in the present circumstances: it might
be best for the person who thinks they’re rationally required to get angry
to remain calm. It might be, then, that we should be glad for some of our
akratic behavior. But since I am thinking of rationality in terms of rational
requirements, and because I think one is required not to do worse by one’s
own lights than one otherwise could, akrasia will be irrational.10

Even if akrasia is irrational, it remains to specify the form of the rational
requirement to avoid it. We have to choose between the following two kinds
of principle:11

EnkrasiaNS. If S believes that S herself is rationally required to φ, then S

is rationally required to φ.12

EnkrasiaWS. S is rationally required either to not believe that S herself is
rationally required to φ, or to φ.

The difference makes a difference here. Suppose, for example, that Titel-
baum (2015)’s “Fixed Point” thesis is correct—that mistaken beliefs about the
requirements of rationality are themselves ipso facto irrational. The non-Stoic

9 For this line of thought, see, among others, Arpaly (2002).
10 I won’t defend this line any further than this. Though as far as I can tell, the general

trend of recent work is to treat akrasia as a form of irrationality, there is prominent dissent.
For defenses of the idea that akrasia is irrational, see Feldman (2005), Broome (2013), Horowitz
(2014), and Titelbaum (2015); and for attacks on the idea, in addition to the Arpaly, Coates (2012),
Weatherson (ms), and Lasonen-Aarnio (2015).

11 For discussion, see, among many others, Kolodny (2005) and Broome (2013).
12 It might be that S is only required to intend to φ. I’ll ignore this complication hereafter.
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under consideration would, then, have an irrational belief about what is ra-
tionally required. If EnkrasiaWS is true, then her akrasia has only one ratio-
nally acceptable resolution, rather than the normal two: she must rid herself
of the mistaken belief; if she doesn’t, then she will be irrational no matter
what she does. If, on the other hand, EnkrasiaNS is true, then so long as
she in fact retains the belief, then she is rationally required to have the emo-
tion. That’s not to say that she can’t also rationally revise her mistaken belief
about the requirements of rationality. If she does, then she is no longer ratio-
nally required to get angry; but if she doesn’t, then she is genuinely rationally
required to get angry.

So, supposing the Fixed Point thesis, if EnkrasiaWS is true but Enkra-
siaNS is not, then we need not qualify our soft neo-Stoicism any further; but
if EnkrasiaNS is true, then we do need to qualify it a bit. That qualification
isn’t hard to formulate; we just add an exception for where the agent believes
she is rationally required to be in an essentially optional mental state. Since
it’s not my aim to argue for or against any one of these theses, I won’t say
more about whether the qualification is required.

Similar remarks hold for means-end principles, though here it doesn’t
seem to matter whether the correct principle is wide or narrow scope. Imag-
ine an actor, for example, who knows that to get a particular role, she really
has to be sad—it’s not good enough just to pretend. That can make it ratio-
nal for the actor to get sad in various circumstances. I’m less sure that it can
make the actor rationally required to be sad in some of those circumstances,
but it doesn’t seem completely implausible. So, the soft neo-Stoicism I’ve
been defending might require exceptions for means-end principles, too.

Perhaps with some or all of those qualifications, I think soft neo-Stoicism
about the essentially optional mental states is true. In what follows, I’ll sup-
press these potential qualifications where they aren’t relevant. Now, before
explaining why soft neo-Stoicism is true and drawing out some of the impli-
cations of the view, I’ll address some potential objections.

First, sometimes doesn’t the balance of reasons point to adopting some
particular “essentially optional” mental state? For example, we seem to have
overall reason to be sad at the misfortune of a loved one.

I wish to say two things in answering this objection. One, I am only con-
cerned with rational requirements. I claim that the Stoic isn’t rationally re-
quired to feel any kind of sadness. But it might be immoral for her not to
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feel in various ways, and it might also be imprudent. It might even be that
all things considered, she ought to feel a particular emotion in given circum-
stances. Nevertheless, the source of that ‘ought’ is not rationality.

Two, the example is actually fairly complex. It might be that, for love to be
what it is, it requires feeling sadness at the misfortunes of those one loves. On
this view, it is part of love’s functional role that it disposes one to such feelings,
so that one wouldn’t love at all if one didn’t have these dispositions. Then,
on the condition that one loves, although sadness isn’t rationally required, it
is conceptually or functionally required.13

The second objection continues the first: according to rationalism about
morality, some or all moral requirements are requirements of rationality. Sup-
pose it’s all. Again, some emotions seem to be morally required, such as sad-
ness at the misfortunes of a loved one. Then some emotions are rationally
required. In that case, even the qualified soft neo-Stoicism is false. What
I say should be compatible with all the major views in moral theory and
metaethics, but if soft neo-Stoicism is true, then moral rationalism is false.
That’s one version of the objection. Another more particularly attacks my
version of soft neo-Stoicism. That version is called constitutivism. If moral-
ity can be derived from the nature of human agency, so that someone who
doesn’t in some sense care about being moral isn’t even an agent, then we
would expect anyone who counts as an agent to exhibit at least some of the
morally required emotions. So these emotions aren’t essentially optional af-
ter all.14

Moral rationalism is a contentious theory, and I find extant criticisms of
the general strategy compelling.15 I want to mention one in particular that
targets constitutivism, Enoch (2006)’s “agency, shmagency” objection.16 It’s
very simple: if you can extract substantive moral norms from features consti-
tutive of agency, why can’t the immoralist respond by saying, “Then I don’t
care about being an agent; call me a shmagent, and it’s all the same to me”?
The constitutivist has to explain why saying or thinking that is irrational, in
my sense. That’s proved difficult. My question, then, is why the Stoic couldn’t
just think the same. If she doesn’t count as an agent because all she does is

13 For the idea that there need not be requirements that ϕ given that ψ, even when ϕ is
necessary, given ψ, see Broome (2007).

14 For versions of constitutivism, see Korsgaard (2008) and Velleman (2000).
15 See, e.g., Williams (2011, Ch. 4).
16 As Enoch himself notes, the objection was prefigured in Lewis (1996).
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act in line with (say) causal expected utility theory, I don’t see how she is
rationally criticizable.

This need not worry the moral rationalist, or even the constitutivist. They
could just intend a different sense of ‘rational’ from mine, one with thicker
substantive requirements. But I am committed to opposing the rationalist
who uses the same sense of ‘rational’ as I do and who thinks that one can de-
rive rational requirements to have emotions like love in the morally relevant
situations. The “shmagency” objection wasn’t intended to show that I have
to be right in this, but just the sort of obstacles that the constitutivist has to
overcome just qua constitutivist.

If this section’s argument is right, then you should now think an appropri-
ately qualified soft neo-Stoicism is true of the essentially optional attitudes.
But I haven’t explained why it’s true. In the next section, I will attempt the
beginnings of an answer to that question. Notice, though, that even if the
explanation were ultimately wrong, my results in sections 3 and 4 would still
stand, though they might be slightly etiolated.

2 Rationality and Essential Optionality

As I see it, there are two possible ways to satisfyingly explain a constraint on
a given kind of requirement: teleologically, by looking at what sort of value a
given set of requirements (in some sense) aims at achieving, or by appealing to
the nature of the requirements. Both sorts of explanations might be perfectly
acceptable, when they’re plausible on their own terms. In fact, I think some
requirements call out for the one kind, and others for the other.

For an example of a teleological explanation, consider veritism, the view
that the only final epistemic value is true belief.17 Suppose one also thinks
that one is epistemically (or rationally) required to apportion one’s credences
to the probability on the evidence. A veritist might attempt to explain that
requirement by talking about the way in which doing so increases our alethic
accuracy. That would be a teleological explanation of the requirement. An-
other would be the requirement not to believe contradictions; the explana-
tion there would be that such contradictions cannot possibly be true, and so
will necessarily make people less accurate if believed.

17 The term originates with Goldman (1999), who defends the view. For recent important
criticism, and a discussion of teleology in epistemology more generally, see Berker (2013).
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There are some sources of requirements that cannot be understood tele-
ologically. Etiquette requires that you use a particular fork for a particular
dish, for example. There is no kind of value, “etiquette value”, that such re-
quirements are meant to maximize. Nor is etiquette meant to maximize any
other kind of value; it often happens that the requirements of etiquette are
positively hobbling, and yet no less requirements for that. Teleological ex-
planations will in general fail for the requirements of etiquette. This is not
to say that the practice of etiquette might not ultimately be justified via some
teleological explanation. It might be, for example, that treating people in the
somewhat arbitrary ways required by etiquette is necessary for expressing re-
spect for their humanity, which is of great value.18 This wouldn’t explain why
etiquette requires what it does, though; it would explain why we ought to care
about what is required by etiquette.

Why, then, does etiquette require what it does? One sort of explanation
would place emphasis on its arbitrary and conventional character. Within a
largish range, etiquette might have required anything. What it does require
depends on what people, or the right sort of people, think of it as requiring,
and on their being guided by those thoughts. The explanation of a particular
requirement will, on this view, amount to showing how the convention was
established and preserved. That’s because etiquette is by its nature arbitrary
and conventional.

Similarly, I think we cannot account for the truth of soft neo-Stoicism
teleologically, which, again, is compatible with teleological accounts of why
we ought to care about what rationality requires. That’s because I doubt
there is any value that rationality “aims” at maximizing. So instead we should
look at what rationality is by its nature. I said that an intuitive and informal
gloss on ‘φing is rational’ is ‘φing makes sense’. That gloss is important, but
frustratingly vague. My strategy will be to first give it a little more content,
and second to show how not having a given mental state is never an absolute
obstacle to making sense.

Gibbard (1990, p. 7) says that ‘rational’ and ‘make sense’ carry “a kind of
direct and flavorless endorsement, taken from the point of view of the person
whose acts or feelings are being assessed”. I think Gibbard is right to think
as the endorsement as in some sense coming from the evaluand’s point of
view. But it cannot be their entire point of view, since often an irrational

18 For work not too far from that thought, see Buss (1999).
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person, i.e., a person who behaves in a way that doesn’t make sense, will fully
endorse their irrational behavior. We have to either isolate a part of them,
bracketing, e.g., their endorsement, or improve them somehow. I suggest
when we engage in this sort of evaluation, we hold fixed the individual’s total
evidence and their values. Then, when we say that a given belief is irrational,
for example, what we mean is that their total evidence doesn’t support their
belief, so that they do worse “by their own lights”, that is, by the lights of their
evidence.19 Or sometimes we say that an action of theirs is irrational, because
they shouldn’t expect to achieve what they value, given their evidence.

Why hold fixed specifically their evidence and their values? Sometimes,
our goal is not to determine simply whether an agent is logically or prob-
abilistically coherent, since those are quite thin dimensions of assessment.
But we also sometimes don’t wish to ask whether a person is actually success-
ful, since so much of that depends on luck: either in the execution of their
intentions, or in having the right evidence and the right values. So we try and
chart a middle course: did the person make the most of the evidence and
values that they have? That is, did they form the prospectively most accurate
beliefs, efficacious intentions, etc.? This is all a way of making sense of other
people, which is what evaluations of rationality, I think, are for.20 That’s a
teleological explanation of the practice, since making sense of your fellow
human is valuable, but notice that it doesn’t apply to any of the particular
requirements.

In attempting to make sense of people, we evaluate them against some
standards that we accept but they might not. For example, we might say an
action of theirs is irrational because it violates the Sure-Thing Principle. Or,
a belief of theirs is irrational because gotten some way other than by con-
ditionalizing. We have to do this, because otherwise our evaluations would
never have any substance to them. We see if they make sense by the ways we
use to make sense of people, and ourselves.21

Given all this, here’s my explanation of why soft neo-Stoicism is true:
one cannot rule out the Stoic’s values, or mostly lack thereof. She has trained
herself to be indifferent, that is, not to value the various things the emotions

19 I am not suggesting that agents’ evidence (or values, for that matter) is luminous, in the
sense of Williamson (2000). I’m just suggesting that, in a real sense, the agent’s evidence deter-
mines a perspective that is hers.

20 This contrasts with Schafer (2014)’s account; he thinks evaluations have to do with planning
to believe or not (say) as the evaluated agent does.

21 This is a familiar point from discussions of the principle of charity. See, e.g., Lewis (1974).
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track. She might, for example, not care very much about injustices done to
her or her friends. In that case, she would never get angry. The landscape of
what she values might be very barren. That’s not to say that she doesn’t have
preferences; she can still act, and act well or badly by her own lights. But she can
prescind from any particular value. If she does, we have no basis for saying
that she is doing worse by her own lights, so long as she remains enkratic
and means-end coherent. We can make a sort of sense of her, even though
she is so different from us. More generally, though we can criticize people
for having immoral, or imprudent values, bracketing moral rationalism, we
cannot criticize them from their perspective.

Lastly, I’ll say why rationality calls some (e.g.) emotional responses irra-
tional, rather than just ignoring the emotions altogether. The reason is that
many people do value the things the emotions track, though the Stoic doesn’t.
And sometimes the emotion is out of proportion with the size of the attach-
ment to the value. Or, sometimes the belief that leads to (or is a part of) the
emotion is not a rational response to the evidence. Either way, the emotion
is irrational: it doesn’t make sense given the person’s evidence and values.

That’s my attempt at an explanation of why soft neo-Stoicism is true.
Next I’ll turn to drawing out some of its implications, and showing what in-
teresting work it can do.

3 What Coherence Requires

Reflection about credences, roughly the view that your credences at a time
are rationally required to match your expectations of your future credences,
has proved very controversial for a long time.22 The idea has proved re-
silient not just because of the arguments for it—diachronic Dutch books
has aroused deep suspicion—but also because there seems to be something
very compelling about it, when properly qualified. For example, it’s often
described as a norm for deferring to experts, where the expert is the agent

22 For an initial presentation of the view, see van Fraassen (1984). For some famous coun-
terexamples, see, e.g., Talbott (1991), Christensen (1991), and Arntzenius (2003). For defenses,
see van Fraassen (1995) and, more recently, Briggs (2009).
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herself.23 I think that’s basically right.24 Whatever the reason, I think there
is good reason to be tempted by some version of it.

It’s striking the nearly all of the discussion of Reflection has been lim-
ited to doxastic states, either credences or full beliefs.25 Nearly all, but not all;
Arntzenius (2008) argues for a version involving desirability.26 No one to my
knowledge has discussed whether Reflection could plausibly be extended
to attitudes like hate or jealousy. It turns out that it can’t.27 Soft neo-Stoicism
can help explain why.

Consider, for example, the following case:

Hatred by Testimony. Maryam’s friend Meetra, who knows the sort of person
Maryam will hate, has met Professor Z., while Maryam has not. Mee-
tra tells Maryam that Maryam will hate Professor Z., but doesn’t say
anything more—she doesn’t say what features possessed by Professor
Z. will inspire hatred in Maryam. Maryam herself takes Meetra to be
extremely reliable about this, and so forms the belief that she will hate
Professor Z., that her reasons will recommend hating him, and that she
will suffer no serious cognitive mishaps along the way.

Maryam passes the usual tests for Reflection to apply to her, if it does. And
yet I take it as pretty clear that she is under no rational requirement to hate
Professor Z. If she doesn’t hate him, we would be wrong to criticize her as
irrational. That is, the following principle, whichever of the usual qualifica-
tions one adds, seems false:

Hatred Reflection. ∀S, x: S is rationally required at t to hate x, given
that S expects to hate x at t′ > t.

Remember, Maryam expects not to (and, let’s add, does not) lose any relevant
information, doesn’t drink or do any drugs, and all the rest. And yet she still
clearly seems not subject to any such rational requirement.

23 Hedden (2015) at least thinks of expert deference as a replacement for Reflection, but
others think Reflection just is a norm for deferring to experts. See, a.o., Briggs (2009, p. 59),
Christensen (2010, p. 135), and Evnine (2008). The use originates with Gaifman (1988).

24 I say “basically” because I think one can show that something very like Reflection follows
from enkratic principles. Even so, I think the expert idea captures a very significant portion of
the philosophical motivation.

25 For the latter, see Bovens (1995).
26 For an attack on Arntzenius’s defense, see Harman (2009).
27 Perhaps this fact, or its obviousness, somehow explains the neglect of such principles. I

doubt that it’s obvious, though.

13



Interesting things happen if we vary the circumstances a bit. Suppose she
believes she is rationally required to hate all F s, for example all racists. Even
if she knows she will hate Professor Z., she need not hate him so long as she
isn’t aware of his racism; but once she becomes aware of the racism, then it
seems plausible that she is rationally required to hate him. More generally,
agents can be made rationally required to hate something or someone if they
are acquainted with some feature that makes the thing or person worthy of
their hatred. This is a bit puzzling, since acquaintance doesn’t seem to be an
important feature when one considers which attitudes are rationally required,
permitted, or forbidden.

So, we have two kinds of data: Hatred Reflection fails in cases like
Hatred by Testimony, but we can seem to generate some rational requirements
when the person knows some feature of the thing that makes the thing wor-
thy of hatred. Before saying how I think the explanation ought to proceed,
namely by appealing to soft neo-Stoicism, I’ll argue against a very natural ex-
planation appealing to an ‘ought’-implies-‘can’ thesis.

Perhaps it is somehow psychologically impossible to hate without the
hater’s taking themselves to be aware of some property of the object that
would warrant that hate, maybe because of its typically rich phenomenology.
If ‘ought’ implies ‘can’, then one will not be subject to a rational requirement
(i.e., it won’t be that one rationally ought) to hate a given thing unless one
possesses information about what justifies hating that thing (by one’s own
lights). Unfortunately, the psychological impossibility claim is just not true,
as I’ll show.

But first, I want to lodge a different complaint. That ‘ought’ implies ‘can’
(OIC) is, of course, controversial.28 Such doubts are compounded by its being
the rational ‘ought’ at issue. Rationality seems to forbid certain particular be-
liefs, e.g., p & ¬p—but why think it’s only psychologically impossible for cer-
tain non-contradictory contents to be given up? The problem is that rationality
always rules out certain beliefs that might be psychologically impossible to
eradicate for some individuals. The rational OIC thesis does have defenders,
e.g., Wedgwood (2013), who claims that the rational ‘ought’ implies the psy-
chological ‘can’, where the ‘can’ concerns what is in an agent’s psychological
control. But suppose that an agent could not discover that she has two beliefs
that as a matter of (the most uncontroversial sort of) logic do in fact conflict.

28 For some noteworthy attacks, see Sinnott-Armstrong (1984) and Graham (2011).
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On Wedgwood’s view, we have to say that this agent is rationally ideal, that
she is no way that she ought not rationally to be. That’s absurd, since she has
contradictory beliefs. I doubt that there is a way to make sense of the claim
that the rational ‘ought’ implies the psychological ‘can’ that makes it true.

The other problem is that it is not impossible to hate something without
knowing some feature which justifies that hatred, at least by one’s own lights.
So, for example, someone can know that they hate a given person because,
of, say, that person’s national origin, even while disavowing hating someone
for their national origin. Similar examples arise in connection with attitudes
like disgust, admiration, and many others of which Reflection seems not to
be true.29 Take disgust, and consider the following utterance:

(3) I’m disgusted by two men kissing, even though it’s not disgusting.

For many of these attitudes, we might have them even when there is no jus-
tifying reason to, even by our own lights. It can even happen, as the continu-
ation suggests, that we think the things really are not disgusting. Similar ex-
amples involving taste and other attitudes are easily constructed along similar
lines.30 It’s not impossible for us to form these attitudes in absence of taking
ourselves to be acquainted with some feature warranting the attitude.31

Most importantly, it seems that no matter what the proponent of this
explanation offers as psychologically necessary for forming certain emotions,
their requirement will be too strong. This is because of the phenomenon
known to psychologists as emotional contagion, “the tendency to automatically
mimic and synchronize expressions, vocalizations, postures, and movements
with those of another person’s and, consequently, to converge emotionally”.32

The idea is that we very often converge on the emotions of the people we
interact with, just in virtue of their expressing those emotions. Obviously
this need not require any acquaintance with an object’s particular features,
since it requires just the right kind of expressions. So, even the requirement
that a person have a partial justifying reason for their emotion is too strong.
There is, I think, just no way to salvage the idea that these emotions are
impossible. And so there is no way to salvage the proposed explanation.

29 The general phenomenon has come to be known as ‘recalcitrant emotion’; see especially
Greenspan (1988) and D’Arms and Jacobson (2003).

30 This is pace some claims of (MacFarlane, 2014, ch. 1).
31 For other examples, see the cases discussed in Gendler (2008).
32 Hatfield et al. (1992, pp. 153–154). See also Hatfield et al. (1993) and works cited therein.

15



So, we stand in need of one, and I think we already have all the resources
we need for a good one. Why is Maryam not rationally required to hate Pro-
fessor Z.? Simple, because soft neo-Stoicism is true: we are not rationally
required to have any essentially optional attitude except possibly to be make
herself enkratic or means-end coherent. Hatred seems pretty clearly an es-
sentially optional attitude; if our Stoic hated nothing and no one, we would
not criticize her as irrational at all—that sort of attitude definitely makes
sense (in the special Gibbardian sense).

There’s another way to think about this, put in terms of deference to
experts and information. In a normal credence Reflection case, I get a lot
of information about what will be the rationally required response. It is not so
rare that there is a fairly limited range of credences (or intervals of credences)
that are rationally permissible, given some evidence. So, upon learning what
credence I will assign, I gain a lot of information about what is rationally
required of me. By contrast, when I learn that I will rationally come to have
a certain emotion, I get much less information. Since it is never (bracketing
enkratic and means-end coherence cases) rationally required of me to bear
that emotion, I only learn that I am permitted to have that emotion. So,
there just isn’t any information even likely available that would constrain me
to have the emotion, unlike in the credence case.33

But then why is it more tempting to say that, where she believes she’s
rationally required to hate all virulent racists and she learns that Professor
Z. is one, she is rationally required to hate Professor Z.? That’s because if
she didn’t (or at least intend to), she would be akratic, one of our explicit
potential exceptions. As confirmation of this explanation, I’ve noticed that
people’s intuitions about this variation of the case tracks whether or not they
believe enkrasia is a rational requirement at all: if they do, then the intuitions
go the way I’ve suggested, and if not, not.34 Notice, though, that as desired,
acquaintance is not playing any special role.

In this variant of the case, Maryam starts with the belief that she is ra-
tionally required to hate all virulent racists. She then learns that Professor Z.
is a virulent racist. That she is rationally required to hate Professor Z. seems

33 Thanks to Jim Joyce for discussion about how to put things in these terms.
34 Thanks to Brian Weatherson for helpful discussion here.
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to be an easy consequence of those two beliefs;35 so, she would be rationally
criticizable for not having that belief, at least if she at all cares about the
matter and what’s rationally required of her.36 In such cases we can expect
her to have the belief that she is rationally required to hate Professor Z. So
long as she doesn’t rid herself of that belief, then she is akratic if she doesn’t
hate Professor Z. So, we get the result we wanted, without ever appealing to
acquaintance.37

All of this depends on whether enkrasia is a requirement of rationality,
and I don’t mean to take a side. My point is that we can account for these sep-
arate intuitions (acquaintance vs. non-acquaintance cases), if we like enkrasia.

As another point in this explanation’s favor, intuition seems to align with
whether the mental state at issue is essentially optional or not. Consider, for
example, jealousy:

Jealousy by Testimony. Oona’s friend Molly, who knows the sort of person
Oona will be jealous of, has met Professor X., while Oona has not.
Oona herself takes Molly to be very reliable about this. Molly tells
Oona that Oona will be jealous of Professor X., but doesn’t say any-
thing more—she doesn’t say what features possessed by Professor X.
will inspire jealousy in Oona. Oona forms the belief that she will be
jealous of Professor X., that her reasons will recommend being jealous
of Professor X., and that she will suffer no serious cognitive mishaps
along the way.

I take it that the right thing to say about Jealousy by Testimony and its variations
35 You might worry that I mentioned in footnote 13 that I think that you need not be required

to be such that ψ, even if you are rationally required to be such that ϕ, and ϕ ⊨ ψ. So why am
I so sure that this is an easy consequence? Well, although Broome (2007) doesn’t insist on it, I
think a logic of requirements should validate this: ifR(S, all x: Fx,w, ϕ(x)) (inw, S is required
by rationality to make any x that is F ϕ) and S believes that Fa, thenR(S, a, w, ϕ(a)). It’s hard
to imagine what a counterexample to that could look like.

36 Again, if Titelbaum (2015)’s Fixed Point thesis is correct, then assuming soft neo-Stoicism,
she is already rationally criticizable for thinking that she’s rationally required to hate anything,
virulent racists included.

37 Why, though, can’t Maryam reason as follows? “If I will rationally hate Professor Z., then
it will be because he is F1, or F2, or ..., or Fn. If I am rationally required to hate any X that’s
F1, and anyX that’s F2, and ..., and anyX that’s Fn, surely I’m required to hate anyX that’s F1

or F2 or ... or Fn. So, I’m rationally required to hate Professor Z.” Thus, she would be rationally
required to hate Professor Z., by the enkratic constraint. The answer is simple: she might believe
she is rationally required to hate all virulent racists, and that she will (rationally) hate Professor
Z., but she doesn’t yet know that the property in virtue of which she will rationally hate Professor
Z. is one that merely licenses or requires her to hate Professor Z. So, she is in no position to reason
that way. Thanks to Brian Weatherson for an ancestor of this objection.
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is what we said about Hatred by Testimony. The cases seem about as similar as
can be in what is rationally required when. Consider, on the other hand, cool
fear:

Future Fear. Emiko’s friend Kotaro tells her that, tomorrow, she will learn
something about a mutual acquaintance, Sousuke, that will have her
reasonably very afraid of him. Kotaro doesn’t say what she’ll learn, or
anything about why Sousuke is in fact worth fearing. Emiko takes Ko-
taro to be very reliable on what Emiko finds worth fearing in a person.
So, Emiko forms the belief that she will fear Sousuke, and she will have
suffered no serious cognitive mishaps.

I take it that the right attitude is fear (or apprehensiveness, etc.) here, and
Emiko would be odd and criticizable to know exactly how Sousuke is to be
feared. It is, then, plausible that Emiko really is rationally required to fear
Sousuke. This is not to say that she is rationally required to have the typi-
cal fear phenomenology associated with warm fear—the Stoic can rationally
dispense with that, and so can Emiko.

All this suggests the following generalization: an attitude M is subject to
a properly qualified Reflection principle concerning M only if M is not an
essentially optional attitude, though individuals can (via enkratic constraints)
be rationally required to have a given essentially optional attitude. A fuller
look at the various essentially optional attitudes and the complement class
would provide a securer basis for this generalization, but I won’t undertake
that here.

I say ‘only if ’ rather than ‘if ’ not because I think the biconditional would
be false, but because Reflection even for beliefs has been challenged many
times, and it has come under attack for desire, too. Although I think versions
can withstand these challenges, thus strengthening my conclusions, a proper
defense of them would be a whole different paper. Nevertheless, there is
a very significant difference in prima facie plausibility between Reflection
applied to beliefs and Reflection applied to hatred, so even if neither ulti-
mately works out, I still have explained that difference.38

38 For other emotions, Reflection never plausibly applied in the first place. For example,
grief doesn’t simply require it to be true that my loved one died at t, but rather that t is before
now (and perhaps in the not too distant past, either). That is, some emotions, like grief, pride,
and, as is familiar from Prior (1976), relief, seem to require de se beliefs. This is an interesting way
in which all these versions of Reflection fail, but distant from the one I described in detail.
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4 Epistemological Consequences

In this section, I’ll make an argument for the conclusion that, given some
compelling views about how we come to know about the properties asso-
ciated with essentially optional attitudes, soft neo-Stoicism has interesting
implications for the epistemology of those properties, and for whether to be
realists about them.

Suppose that a view like Johnston (2001)’s is correct. That is, for a large
range of evaluative predicates, “the utterly determinate versions of such deter-
minables as the beautiful, the charming, the erotic (in the narrower sense),
the banal, the sublime, the horrific and the plain old appealing and the repel-
lent [...] would be inaccessible to beings without an appropriate sensibility”.
By that he means that, without experiencing the relevant affects, one is “ig-
norant of the relevant values”.39 He seems to mean that one would lack even
the concepts involved, but it might simply be that our judgments of what ex-
emplifies these qualities will be unjustified. The minimal thesis is that, for a
certain class F of predicates, without having the right affect, we cannot make
justified judgments that apply those predicates. To be justified in thinking
that, say, an apple is a certain kind of appealing, one has to feel the appeal of
the apple.

Either version is probably wrong as it stands, for reasons he doesn’t con-
sider. That we cannot even make the judgments is a strong claim, and, be-
cause what I say can be anaphoric on what you say, likely false. For example,
suppose A is sighted and B is visually impaired. The following dialogue is
perfectly fine:

(4) A: Steve Buscemi is so insanely hot.

B: I take your word for it. So that means there’s an insanely hot
actor in Fargo. Huh, the things you learn.

The same example will work against even the more minimal thesis, that such
people can’t be justified in their judgments.40 But something like these the-
ses seems right: original justification for applying these kinds of predicates
must come from affective engagement with the objects. By that I mean justi-
fication whose basis is neither testimony, nor induction, nor abduction, nor

39 pp. 182–3.
40 Or, if you think that the testifier has to have justification themselves, change Steve Buscemi

to whomever you think we can have justification for believing that kind of judgment of.
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justification by analogy. That list is not exhaustive, I’m sure, but hopefully
you have a sense of the kind of justification I have in mind; I can’t at present
give necessary and sufficient conditions.41

It also seems plausible that one is rationally required not to believe what
one is not justified in believing. That might even be terminological, though
I don’t insist on that. Now, imagine we have someone experiencing with
their five senses some scene. For all the predicates ‘F ’ ∈ F , however F we
believe something in the scene is, we cannot say that such a person ought
(rationally, or epistemically) to believe the same thing, even if they see, hear,
smell, taste, and touch the same things we do. For it is not the case that they
ought rationally to have the affect necessary for justification.42

It’s important to be clear about what this shows. This result holds just
when an agent is not required to have the given affective attitude. So, for
example, it might only hold in the absence of the enkratic or means-end co-
herence constraints’ kicking in. It also requires that the agent doesn’t have
justification some other way (i.e., non-original justification). What’s impor-
tant for me is this. Suppose an agent S is not in one of those possibly ex-
ceptional cases. Then, where p is an ascription of F -ness to some object,
where ‘F ’ ∈ F , S is not rationally required to believe that p. It is an empir-
ically optional proposition, by which I mean a proposition which no one is
rationally required to believe who has only observed a situation with her five
senses, having obtained no other relevant justification (e.g., testimony, etc.),
but which someone with the relevant affect is rationally required to believe.

It’s an interesting question how to extend this account to more complex
propositions. For conjunctions, it’s easy enough: one needs justification for
each conjunct of a conjunction. But other connectives are more difficult,
owing to the difficulty in setting out explicit constraints on justification for
propositions involving those connectives. I doubt there are any hard and fast

41 For something like this notion, see Hinchman (2005).
42 Here’s the argument, in a bit more detail. Let ‘JS(ϕ)’ mean ‘S is justified in believing ϕ’,

‘O(ϕ)’ mean ‘It ought (rationally) to be thatϕ’, ‘A’ mean ‘S has the relevant affective attitude’, and
‘BS(ϕ)’ mean ‘S believes that ϕ’. Suppose (i) O(BS(p) → JS(p)) and (ii) □(JS(p) → A). (i)
just says that you should believe something only if you’re justified in believing it, and (ii) encodes
the insight from Johnston. You might worry about the necessitation of (ii); but it’s innocuous,
since we’re not interested in worlds where one can obtain justification with other methods, say,
telepathy. From (i) and (ii) we get (iii) O(BS(p) → A). Next, suppose (iv) that ¬O(A), which
is a formalization of soft neo-Stoicism. By (iv), we get that there’s a world w that’s rationally
accessible from @ such that ¬A. Since by (iii), every world rationally accessible from @ is such
that BS(p) → A. By modus tollens, ‘¬BS(p)’ is true at w. But then there’s a world rationally
accessible from @ such that ¬BS(p), so ¬O(BS(p)).
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rules here. We can get justification for a disjunction by getting justification
for just one of its disjuncts, or by something like reductio ad absurdum. Nega-
tion seems to me to behave largely like propositions without negations, but
I’m not completely confident in that. With quantifiers, I assume that univer-
sal generalization works like conjunction and existential generalization like
disjunction, so that we can say something definite only about the former. In
other words, you can’t read whether or not a proposition is empirically op-
tional off of its syntax. One needs to know more about the actual semantic
content, and about epistemology.43

With the notion of empirically optional propositions in hand, we can de-
fine up other important notions. Say that a proposition is subjective iff it is
empirically optional. A sentence in context is subjective iff it expresses a sub-
jective proposition.44 An utterance is subjective iff it expresses a subjective
sentence. A property F is subjective iff any simple judgment that x is F is
empirically optional, and a predicate ‘F ’ is subjective iff ‘F ’ stands for a sub-
jective property.

In other words, I claim to have given an analysis of a very important but
rather elusive concept: subjective, in a sense that has recently gotten a lot
of play in philosophy and linguistics.45 I want to briefly note a few interesting
features of this analysis.

First, of course, it is epistemic rather than semantic or metaphysical. In
the first instance subjectivity concerns rational requirements to believe propo-
sitions, and only derivatively the semantics of predicates that figure in sen-
tences that express those propositions. So, for example, nothing in the nature
of subjectivity as such commits us to contextualism, the view that the content
of sentences with subjective predicates changes according to the perspective
of the speaker(s), or to relativism, the view that sentences’ truth values dif-
fer across the perspectives from which those sentences can be evaluated. We
also need not have the commitment that subjective propositions are neither
true nor false, or that there is no fact of the matter whether a given subjective

43 Thanks to Eric Swanson for pressing me on this. The problem is essentially that justifica-
tion logic is so weak. While one can show in the most commonly accepted logic that, e.g., JS(ϕ
& ψ) ↔ JS(ϕ) & JS(ψ) or JS(ϕ)∨ JS(ψ) → JS(ϕ∨ψ), little else is quite so tidy. For more,
see Artemov (2011).

44 Again, it is important to keep in mind the point I just went over: this will not in general
be determinable from just the syntax, even if we know whether the constituents are subjective.

45 See, for example, Lasersohn (forthcoming), MacFarlane (2014), Stephenson (2007), and
Kennedy (forthcoming). I could name many more. For rival attempts at an analysis that I think
fail, see Wiggins (1995) and Wright (1992).
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proposition is true. I haven’t argued against any of those views, nor is it my
intention to; it is just a good feature of this analysis that it doesn’t by itself
commit us to any further contentious claims like these.

Second, most but not all of the properties normally grouped together un-
der the relevant sense of ‘subjective’ probably count as subjective in this sense.
Most individual cases will require specific argument, and I haven’t done that
for basically any of the relevant properties, though I have suggested which
kinds are likely to count, e.g., sexiness. I suspect it will be most of the so-
called “response-dependent” properties, such as boringness and importance,
along with personal taste (e.g., tastiness) and aesthetic properties (e.g., dain-
tiness). Secondary qualities have often been lumped together with these, and
it’s easy enough to see that my definition cannot count them as subjective. I
presumably am rationally required to think that, for example, my bed sheets
are black, and I have no other justification for the belief than that I saw them.
The same goes for sounds, smells, etc. In general, a good heuristic for when
a property will be subjective in this sense seems to be this: would a being
with no essentially optional mental states have a concept or a predicate for
that property? If yes, then probably it is not subjective, and if no, probably
it is. This heuristic is variably useful; for some properties, I would say it is
pretty easy to see that it definitely would or wouldn’t pass that test, but for
others it is difficult to say. I’ll proceed under the assumption that roughly
the properties I listed above are in fact subjective in my sense.

Third, this characterization allows for a fairly quick explanation of why ar-
guments over subjective claims seem to be wastes of time, without assuming
there is no (absolute) answer about who’s right.46 This phenomenon is fa-
miliar: I think that a particular dish tastes delightful, and you think it tastes
revolting. We begin to argue, but quickly stop—we’re getting nowhere. Why
should this be?

I can get justification for a subjective belief p even in the absence of the
right kind of affective engagement if, for example, I get testimonial evidence
for p. You give me some—you believe that p. But I’m initially unpersuaded ;
I have a firm enough belief in q (which conflicts with p) that, though I have
indeed incorporated your testimony into all of my evidence, I don’t form the
belief that p. To get me to believe p, you can try to either undermine my trust
in my own affective engagement with the relevant object (say, by pointing out

46 For an alternative, partly semantic, partly pragmatic account, see Egan (2010).
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that I’m currently suffering from food poisoning), or you can get me to have
the sort of affective engagement that you had with the object. The first of
these strategies can be accomplished with verbal argument, but only in rela-
tively rare circumstances; and the second cannot—at some point, feeling has
to do its work, and you can only set me up for that, not rationally compel me,
given soft neo-Stoicism. It can happen, for example if you point out features
of a work that I hadn’t noticed or attended to, but it can’t happen by rational
force. Thus, if we can see there are no particular reasons to distrust my abil-
ities to affectively engage, and if new varieties of affective engagement don’t
seem forthcoming, then we should conclude that further argument would be
a waste of our time.

Sometimes it happens that you’ve had an affective engagement that jus-
tifies you in believing p, and I have had no kind of relevant affective engage-
ment and therefore don’t believe any q that conflicts with p. The futility of
extended argument in this sort of situation arises for the same reason. If your
initial testimony doesn’t convince me, and I never do have your sort of affec-
tive engagement (which, again, it’s hard to argue me into having), then I will
not be justified in believing p, and so ought not to.

Fourth, and relatedly, it can account for disagreements about subjective
claims can be faultless. Some have doubted even the possibility of a fault-
less disagreement, while others have taken it to be criterial for subjectivity.47

Here’s the argument that it’s impossible. First, p ∨ ¬p. Suppose p. Then
the ¬p party believes something false. Believing something false is a mistake.
Second, suppose ¬p. Then the p party believes something false, a mistake.
So, either way, one party makes a mistake. So there are no faultless disagree-
ments. I’ve recounted this argument not because I think it works (I’m not
sure), but to structure the debate: if one takes faultless disagreement to be
possible, they’ll have to choose which premise to reject. A relativist, for exam-
ple, will reject the premise that believing something false is a mistake, since
though false by my lights, ¬p might be true according to the other person’s
perspective. While others do reject realism, perhaps in a way other than by
defending relativism, most who don’t like that kind of move have tended to
deny that believing something false is a mistake, at least in the relevant sense

47 For the former, see Wright (2001) and Kölbel (2004), and for the latter, see Kennedy
(forthcoming) and Richard (2008).
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of ‘mistake’ related to judgments of faultlessness.48

Schafer (2011), for example, defends this response in detail. The idea is
that in a given aesthetic dispute, we can say that there is faultlessness when
each forms their aesthetic beliefs in line with the policy they each individually
endorse. So, although in fact one or both parties must be mistaken with re-
spect to the truth of their judgments, they might be blameless in this regard.
They are just following their epistemic policies.

Schafer is of course right that this is one sort of faultlessness. But it just
amounts to an enkratic constraint, which governs at least a large amount of
our mental states. This response, then, doesn’t preserve anything distinctive
about faultless disagreements like those involved in aesthetics. The trouble
is that that faultlessness does seem distinctive in some way.

For some predicates—the subjective, or empirically optional ones—and
thus the properties they stand for, you can have two people with exactly the
same testimony from their five senses and the same priors, and still have one
rationally disagree with the other. That is, if the one person believes that p in
part because they have affectively engaged with the right sort of object, and
the other has not so affectively engaged, the second party is not rationally
compelled to accept p, even if the first one is. The normative upshot of a
perceptual experience can be different for two people, even if they share all
their priors, since one will not be rationally compelled to form a subjective
belief that the other might.49 This contrasts with normal empirical, and even
theoretical, judgments. For example, a scientist might be rationally required
to accept a rather theoretical explanation, say of the behavior of magnets,
because of the observational data. Faultlessness comes to a lack of rational
compulsion even keeping the empirics and priors fixed. This is distinctive of sub-
jective claims, and does not amount to a mere enkratic requirement.

Fifth, we can also explain some failures of Reflection applied to cre-
dences. Ross and Schroeder (2013) devised an interesting argument for in-
variantism about an expression e, i.e., the view that the semantic value of
e changes as a function of the context. Consider the following case from
Spencer (forthcoming):

48 The view ultimately derives from Wright (1992), though Kölbel also considers moves of
this kind.

49 This doesn’t support permissivism, in the sense of White (2005). The person who affec-
tively engages with the object learns something different from the person who doesn’t: they’ve
had X affective engagement.
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Chug. Bill, a freshman in college, utters the sentence, ‘Chugging beer is fun’,
while correctly predicting that in thirty years, when his own son is a
freshman in college, he will sincerely utter the sentence, ‘It is not the
case that chugging beer is fun’.

Since Bill knows (let’s stipulate) that he will sincerely utter the sentence, he
knows he’ll believe its contents. Since none of the usual qualifications to
Reflection would kick in, Bill seems subject to Reflection, in which case
he shouldn’t be able to assert now that chugging beer is fun. Yet the assertion
seems completely fine. The contextualist can explain this: Bill’s utterance as
a freshman has different content from his utterance thirty years later (‘fun for
me as I am now’ vs. ‘fun for me as I will be in thirty years’). Minimally, the
argument shows invariantism for taste predicates, e.g., relativism, is false.

Actually, though, we should expect Reflection to fail in this kind of case.
Freshman Bill might think his future utterance will be rational, since their
respective affective engagements with chugging beer might justify different
beliefs about how fun it is, and neither person is rationally required to have
the one rather than the other experience. That Bill won’t think that his future
self will be an improvement on his current self, since, if anything, he’ll think
that the later Bill’s tastes have dulled, or his tolerance for alcohol has weak-
ened, etc. It would, then, be incredibly odd if he were to defer to Bill here.
We can say all this without saying anything about the semantics of ‘tasty’.50

Sixth, an additional moral is that one can have entire communities in
which no member is rationally compelled to make a subjective judgment,
even given maximal empirical familiarity with the objects of those judgments.
This isn’t to say such communities wouldn’t be “missing out” in any mean-
ingful sense. But whatever that sense might be, it wouldn’t be the sense in
which one would be missing out when they don’t believe an empirically re-
quired proposition (again, e.g., the explanation of magnetism). This explains
why cultural and species relativism about these claims has been popular for as
long as it has.51 If other cultures cultivate different habits of feeling, etc, it
wouldn’t at all be surprising that they differ.52

Seventh, and lastly, moral properties might be subjective in this sense,
50 Ross and Schroeder originally targeted epistemic modals like ‘might’. Responding to them

along similar lines would take me too far afield, though I think essentially the same line can be
made to work. I address this issue in another paper.

51 See, e.g., Sextus Empiricus (1933), written in the second or third century.
52 See, e.g., Tsai et al. (2006).
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especially if sentimentalism is true.53 This would happen if, e.g., guilt, specif-
ically prospective or hypothetical guilt, were necessary to be justified in be-
lieving some moral proposition. If so, although an individual without that
feeling might not be rationally compelled to have that belief, it might be
morally necessary to feel that prospective or hypothetical guilt—if they are to
have originally justified moral beliefs at all. In that case, the compulsion to
have a given moral belief will itself be in part moral. But I won’t speculate
further.

5 Conclusion

There is a strong intuitive case to be made for soft neo-Stoicism, and it can
do a lot of interesting and important philosophical work. For example, it
allows us to characterize the subjective fairly precisely, while also respecting
the usual associations with that concept. It also helps to understand why
Reflection plausibly applies to so few attitudes.

What I said about the subjective raises a number of important questions,
particularly about realism. The difficult issues involved concerning realist
treatments of the subjective turns on whether or not we think that our senses
are better guides to the way the world is, independent of us, than our affec-
tive engagement with these objects. Empiricists traditionally claim that they
are.54 It’s hard to know how to begin to answer that question in a rigorous
way, and so I would be content to make progress on the more tractable issues
in the area, as I’ve tried to do here.
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